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Abstract
Despite its rapidly growing and dynamic nature, the Web displays a number of strong
regularities which can be understood by drawing on methods of statistical physics.
This thesis finds power-law distributions in website sizes, traffic, and links, and more
importantly, develops a stochastic theory which explains them. Power-law link distributions are shown to lead to network characteristics which are especially suitable for
scalable localized search. It is also demonstrated that the Web is a “small world”: to
reach one site from any other takes an average of only 4 hops, while most related sites
cluster together. Additional dynamical properties of the Web graph are extracted
from diffusion processes.
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Chapter 1
Introduction
The past decade has witnessed the birth and explosive growth of the World Wide
Web. The exponential growth in the number of web servers, from a few dozen in
1992 to 30 million today, is shown in Figure 1.1. The number of web pages is more
difficult to track, since web servers can potentially host millions of pages, and a page
must be downloaded from the server to be counted. Once all the known pages are
downloaded and counted (a process that can take weeks or months), a good fraction
of those pages have been deleted, while an additional ten to twenty percent of new
pages have been added. As a rough (under) estimate of the total number of pages,
the Google search engine indexed 1.3 billion web pages at the end the year 2000.
What force is driving this exponential growth in the amount of content available
online? It’s an exponential growth in the number of eyeballs, of course. Whereas in
1996 there were 61 million users, at the close of 1998 over 147 million people had
internet access worldwide. In the year 2000, the number of internet users more than
doubled again to 400 million [38].
It may be used by practically everybody today and its countless uses may include
shopping and entertainment, but the World Wide Web was originally conceived and
developed at CERN for the purpose of large high-energy physics collaborations, which
require instantaneous information sharing between groups all over the world. While
the underlying technology for the Internet had been available for years, it was only
after the release of the HyperText Transfer Protocol (HTTP) by CERN in 1991 that
1
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Figure 1.1: Growth in the number of web servers 1992-2001 [63]
the Web really took off. It is only fitting then that it is the physics community which
has recently focused its attention on studying and modeling the massive system which
the Web has become. After all, it has long been the job of physicists to study large
complex systems found in our universe and formulate their knowledge in terms of a
few beautifully simple rules or laws.
Indeed, in spite of its seemingly random growth, many properties of the Web
obey statistical laws that describe its structure in a simple and non-trivial fashion.
Equally important, and esthetically pleasing to us, these laws can be derived from
simple dynamical mechanisms which throw light into the Web’s evolution and future
behavior.
Our objective of understanding large scale system behavior from the underlying
random processes is analogous to the derivation of large scale phenomena from consideration of the microscopic dynamics of individual particles in statistical mechanics.
For example, the ideal gas law, a relation between macroscopic properties, can be
derived from the motion and interaction of atoms. A particle immersed in a gas

3
or liquid moves around in a random motion (Brownian Motion) whose mean square
displacement can be calculated. Yet the same quantity can be obtained by purely
macroscopic reasoning based on the diffusion equation. A further example is the Ising
Model, which explains how short-range interactions of particles with spin can lead to
an overall magnetic moment.
The Internet is especially well suited for study because almost all of its transactions are electronically mediated. In principle, every page download can be recorded,
while billions of publicly accessible pages are crawled regularly. This presents an opportunity to study phenomena such as the World Wide Web’s usage, evolution and
structure, on an unprecedented scale and with great resolution. Equally important,
the ease with which data can be harvested means that one can also obtain information
about the way people forage for information and interact with each other.
In this thesis, we apply methods of statistical mechanics to the numerous random
processes which the Web fosters. Specifically, chapter 2 studies a number of strong
regularities, all in the form of power-laws, on the Web. These include the distributions
of the number of Web pages, visits, and links (both incoming and outgoing) a site
has. We develop a simple stochastic growth model which accounts for the observed
power-laws. The knowledge of these regularities allows us to characterize the nature
of markets in this new medium as well as to predict the sizes of the largest websites
without having to extensively crawl them.
Power-laws in the link distribution lead to interesting properties of the network.
Chapter 3 examines how localized search algorithms can be designed to exploit these
properties. We find that the presence of high degree nodes allows certain algorithms
to scale well as the size of the network increases. This is an important feature in
peer-to-peer networks on the Internet, which do not necessarily have search engines
to index all the available information. An example of such a peer-to-peer network is
GriPhyN (the Grid Physics Network), which shares the Web’s original purpose: to
facilitate collaboration among high energy physics researchers by providing a means
to distribute massive data sets.
Chapter 4 probes the graph structure of the Web further by studying the ”small
world phenomenon”. It measures the average shortest path between sites following

4
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links and the degree to which the sites are clustered. It is found that the average
shortest path is small, while the clustering coefficient is high, a situation analogous
to social networks. We further go on to demonstrate how this knowledge can be used
to develop a better search engine, cluster documents, and discover web communities.
Chapter 5 treats the Web as a physicsist’s playground, an unexplored space called
’cyberspace’. By simulating a diffusion process of the links, we extract the characteristics of the space, such as its dimensionality. The diffusion process is further used to
test models for generating the link structure. A proposed model of the Web matches
the autocorrelation function of the real Web, while others can be rejected.
Much of the work has been written up in papers. In particular, Chapter 2 includes
[2], [34], [36], and [3], Chapter 3 corresponds to [7] and Chapter 4 on small worlds
corresponds to [4]. Chapter 5 covers unpublished work done in collaboration with
Amit Puniyani. Appendix C corresponds to [6].

Chapter 2
Power-Laws in the Web
2.1

Introduction

From its very onset, the Web has demonstrated a tremendous variety in the size of its
features, and surprisingly, we found that there is order to the apparent arbitrariness
of its growth. One observed pattern is that there are many small structural features
within the Web, but few large ones. For example, a few sites consist of millions
of pages, but millions of sites only contain a handful of pages. Few pages contain
millions of links, but many pages have one or two. Millions of users flock to a few
select sites, giving little attention to millions of others. This diversity can be expressed
in mathematical fashion as a distribution of a particular form, called a power-law,
P (k) = Ck −τ , meaning that the probability of attaining a certain size k is proportional
to 1/k to a power τ , where τ is greater than or equal to 1 and C is a numerical
constant. The World Wide Web is a system replete with power-laws.
Power-laws are not unique to the Web, however. Many man made and naturally
occurring phenomena, including city sizes, incomes, word frequencies, and earthquake
magnitudes, are power-law distributed as well. There are few large earthquakes but
many small ones. There are a few mega-cities, but many small towns. There are
few words, such as ’and’ and ’the’ that occur very frequently, but many which occur
rarely.
One key feature, a very long tail, distinguishes a power-law distribution from
5
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the much more commonly used Gaussian or normal distribution. A long tail in
the distribution gives finite probability to finding sites extremely large compared
to the average. That occurrences many times larger than the average are striking
can be illustrated by the example of heights of individuals, which follow the more
familiar normal distribution. It would be very surprising to find someone measuring
2 or 3 times the average US male height of 5’10”. On the other hand, a power-law
distribution makes it quite possible to find a site many times larger than average.
Note that there is no characteristic or typical city size or word frequency. Because
of the absence of a typical scale, these systems are called scale-free and their powerlaw distribution appears the same at all length scales. This means that if one were to
look at the distribution of site sizes for one arbitrary range, say just sites that have
between 10,000 and 20,000 pages, it would look the same as for a different range, say
10 to 100 pages. In other words, zooming in or out in the distribution, one keeps
obtaining the same result. It also means that if one can determine the distribution of
pages per site for a range of pages and assume a power-law distribution throughout,
one can then predict what the distribution will be for another range.
Before we go into the processes that lead to power-laws in the Web, we need to
take a slight detour in order to clarify the historical treatment of power-laws. Powerlaw distributions are sometimes referred to as Zipf’s law and sometimes as Pareto’s
law or distribution. To add to the confusion, the laws alternately refer to ranked data
and histograms of the data. Here we show that all three terms: power-law, Zipf, and
Pareto, refer to the same kind of distribution and one can easily transform the ranked
distribution into an unranked one and relate their exponents.
While all three terms, Zipf, Pareto, and power-law, are used to describe phenomena where large events are rare, they differ in their formulation. Vilfredo Pareto,
an Italian economist and sociologist, formulated his famous income law in Course
d’economie politique(1897). He determined how many people have an income greater
than or equal to x. Pareto’s law is given in terms of the cumulative distribution
function (CDF). It states that the number of events larger than x is an inverse power
of x, or equivalently, P [X > x] ∼ x−k . This expression shows the distribution of
income to be far from random: there are a few multi-billionaires while the majority
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of the population lives on only a modest income. Pareto argued that this pattern has
existed throughout history, in all parts of the world and in all societies.
To relate Pareto’s law to what is usually called a power-law distribution, we consider not how many people had an income greater than x, but the number of people
whose income is exactly x. It is simply the probability distribution function (PDF)
which can be derived by taking the derivative with respect to x of the CDF given
by Pareto’s Law. This means that P [X = x] ∼ x−(k+1) = x−τ . That is, the exponent of the power-law distribution is τ = 1 + k, with k the Pareto distribution shape
parameter. For a discussion of the Pareto distribution, see Appendix A.
Zipf’s law, on the other hand, usually refers to the ‘size’ y of an occurrence of
an event relative to its rank r. George Kingsley Zipf, a Harvard linguistics professor,
sought to determine the ‘size’ (or frequency of use in English text) of the 3rd or 8th or
100th most common word, 3, 8, and 100 being the ranks. In 1932, he wrote that the
frequency of the r th most common word is inversely proportional to its rank: y ∼ r −β ,
with β close to unity [69].
Although the literature surrounding both the Zipf and Pareto distributions is vast,
there are very few direct connections made between them, and when they are made,
it is by way of a vague reference [12] or an overly complicated mathematical analysis
[64, 56]. There is in fact a very simple connection between the two, and to illustrate
this point we’ll take the distribution of visits to websites. This distribution itself and
the processes which underlie it will be studied in greater detail in Section 2.2.
Figure 2.1 shows the distribution of AOL users’ visits to various sites on a December day in 1997. One can observe that a few sites get upward of 2,000 visitors,
whereas most sites got only a few visits (70,000 sites received only a single visit). The
distribution is so extreme that if the full range was shown on axes of the same size,
the curve would be a perfect L shape. Figure 2.2 below shows the same distribution,
but on a log-log scale the distribution shows itself to be linear. This is the characteristic signature of a power-law. Let y equal the number of sites that were visited by x
users. In a power-law we have y = Cx−τ which means that ln(y) = ln(C) − τ ln(x),
i.e. a power-law distribution with exponent τ is seen as a straight line with slope −τ
on a log-log plot.

8
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Figure 2.1: Linear scale plot of the distribution of a subset of
AOL users among websites on a December day in 1997
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One might be tempted to extract the exponent τ by doing a linear regression of
the curve in Figure 2.2, but such a procedure would yield an erroneous result. The
tail end of the distribution in Figure 2.2 is sparse in data, meaning that there are
only a few sites with a large number of visitors. For example, the most popular site,
Yahoo.com, had 129,641 visitors, but the next most popular site had only 25,528.
Because there are so few data points in that range, simply fitting a straight line to
the data in Figure 2.2 gives a slope that is too shallow (τ = 1.17). To get a proper
fit, we need to bin the data into exponentially wider bins, which will appear evenly
spaced on a log scale, as shown in Figure 2.3. A linear relationship now extends over
four decades, or 1 − 104 users, vs. the earlier two decades: 1 − 100 users. We are now
able to extract the better fitting exponent τ = 2.07.
So far we have only looked at the power-law PDF of sites visits. In order to see
Zipf’s law, we need to plot the number of visitors to each site against its rank. Figure
2.4 shows such a plot for the same data set of AOL users’ site visits. The relationship
is nearly linear on a log-log plot, and the slope −β = −1, which is precisely Zipf’s law.
In order for there to be perfectly linear relationship, the most popular sites would
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Figure 2.4: Rank plot of the popularity of websites, was obtained by rank ordering the data shown in 2.2. The fit shown
is a Zipf’s law, with β = 1.

have to be slightly more popular, and the less popular sites slightly more numerous.
This deviation is seen as well in the PDF shown in Figure 2.3.
Because most real world distributions display deviations from a pure power-law
form, they are sometimes fit with alternate distributions, such as the stretched exponential or parabolic fractal [45]. However, in this case the power-law form of the
distribution extends for decades, while deviations from it are relatively small, so that
we can recognize the rank distribution as an example of Zipf’s law.
At first, looking at Figures 2.2 and 2.4, it appears that we have identified two
separate power-laws, one produced by ranking the variables, the other by looking at
the frequency distribution. Some papers even make the mistake of saying so [24].
In fact, they are different ways of plotting the same distribution. If the r th ranked
variable has value y, that means that the number of instances where the variable is
greater than y is less than r. This is nothing other than 1 − CDFpareto . Hence, the
Zipf and Pareto distributions are two ways of looking at the same thing, with the x
and y axes reversed. Simply put, if the exponent of Zipf’s ranked distribution is β,
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then the Pareto shape parameter is k = 1/β. It follows immediately that the exponent
of the PDF of Pareto’s distribution is τ = 1 + k = 1 + 1/β. This also implies that
any process generating an exact Zipf rank distribution must have a strictly power-law
probability density function. This is true of the AOL site popularity example where
Zipf’s plot has a slope approximately equal to -1. In this particular case, the Zipf
and Pareto parameters are identical, and τ = 2. For other cases, Zipf’s exponent falls
below 1 as k rises above 1. Appendix B contains a more formal transition from the
Zipf to the Pareto distributions.
Finally, instead of touting two separate power-laws, we have confirmed that they
are different ways of looking at the same thing . We are now free to return to our
study of the generative processes that lead to power-laws on the Web, equipped with
the knowledge that power-laws with τ ∼ 2 will lead to Zipf’s law.
Note that Figure 2.2 isn’t the lone power-law distribution among website properties. Figures 2.9, 2.10, and 2.11 show nearly identical distributions, all power-law with
exponents τ close to 2. The figures show the distributions of the number pages, links
to a site (in-links) and links from a site to other sites (out-links), respectively. The
remarkable similarity in the form of the distributions leads one to believe that they
are all produced by the same growth process. We present a very simple growth model
which naturally produces power-law distributions. There are only two components to
the model : sites are created at an exponential rate, and once created, each site adds
and loses daily a random fraction of their visitors, pages, and links it already has. In
the following sections we present an analytical treatment of the growth process and
elaborate on it in the context of each of the four website properties.

2.2

Traffic

With its remarkable growth, the Web has popularized electronic commerce, and as
a result an increasing segment of the world’s population conducts commercial transactions in novel ways. A special report by the Ernst & Young consulting firm [68],
suggests that 39 million Americans, making up 17% of households, shopped online in
1999, and that nearly half of them spent $500 or more. In the year 2000, the same
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firm found that over 70% of those surveyed in the United States had made an online
purchase. Because the Web has truly popularized electronic commerce, the study of
the distribution of users among sites in Section 2.1 has direct relevance to the nature
of online markets.
An increasing segment of the world’s population conducts commercial transactions
on the Web and on a global scale. Many providers distributed over several countries
can be accessed at the click of a button. Thus, consumers can profit from increased
information about the products they purchase, lower transaction costs and prices,
and a wider set of choices than those available in the traditional economy.
On the supply side, the Web offers providers access to global markets without
having to incur large entry costs or having to keep sizable inventories. This great
opportunity is tempered by the increased competition that can result from newcomers
continuing to offer novel combinations of products and ways of delivering them. The
recent example of the free distribution of recorded music over the Internet by nontraditional recording firms provides an illustration of the speed with which an industry
needs to adapt to novel mechanisms and technologies in order to survive[31].
Given these conditions of improved global access and diverse offerings, it is of
interest to find out about the nature of the markets that are mediated by the Web.
While in traditional economies transaction costs and geography conspire to segment
the markets so that they cater to a local consumer base, one expects that the global
reach of the Web could lead to different market share characteristics on the provider
side. The distribution of the market share on the Web is interesting both to the economic theorist contemplating market efficiencies and the e-commerce provider contemplating the number of customers the business will attract.
Because commerce on-line has distinctly different properties from the traditional
brick-and-mortar economy, studying online traffic patterns can give insight into what
the “new economy” is like. In order to address the issue of market share on the
Web, we studied the distribution of users among websites by examining usage logs
from America Online (AOL)1 covering 120,000 sites. Users in this context act as
proxies for economic activity. Whether the sites allow online purchases to be made
1

http://www.aol.com
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directly, derive their revenue from ads, or even don’t generate any revenue directly,
their existence usually depends on their ability to attract visitors.
We found that both in the case of all sites and sites in specific categories, the
distribution of visitors per site follows a universal power-law similar to that found by
Pareto in income distributions. This implies that a small number of sites command
the traffic of a large segment of the Web population, a signature of winner-take-all
markets [26].
We obtained the distribution of users among sites from access logs of a subset
of AOL users active December 1, 1997. The subset comprises 60,000 users accessing 120,000 sites. A request for the document ”http://www.a.b.com/c/d.html” was
interpreted as a request for the site b.com. This definition of a site was chosen in absence of information about individual site content. ”a1.b.com” and ”a2.b.com” have
a fair chance of containing related information and hence were considered a single
site. Sites ”b1.com” and ”b2.com” might comprise a single conceptual site, but were
counted separately. Further, visits to multiple documents within the same site or
multiple visits to the same document were counted only once. Thus we relate the
popularity of a site to the number of unique visitors it received in one day.
As can be seen from Table 2.1, the top 119 (top 0.1%) sites, excluding AOL
itself, capture a whopping 32.36% of user volume. The top 1% of sites capture more
than half of the total volume. Yahoo.com was the most frequently visited site. This
concentration of visitors into a few sites cannot be due solely to the fact that people
find some types of sites more interesting than others. One would expect a few sites to
dominate a topic, and many other sites dealing with the same topic to play a small
role. In order to test this assumption we performed the same analysis separately for
two categories of sites: adult sites and sites within the .edu domain. Adult sites were
assumed to offer similar content, a selection of images and optionally video and chat.
Educational domain sites were assumed to contain information about academics and
research as well as personal homepages of students, staff, and faculty, which could
cover any range of human interest. Again, the distribution of visits among sites was
unequal. 6,615 adult sites were sampled by keywords in their name. The top site
captured 1.4% of the volume to adult sites, while the top 10% accounted for 60% of
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Table 2.1: Distribution of site traffic in terms of unique users
% volume by user
% sites all sites adult sites educational sites
0.1
32.36
1.4
2.81
1
55.63
15.83
23.76
5
74.81
41.75
59.50
10
82.26
59.29
74.48
50
94.92
90.76
96.88
Source: The number of unique AOL visiters on Dec. 1, 1997.

the volume. Similarly, of the .edu sites, the top site, umich.edu, held 2.81% of the
volume, while the top 5% accounted for 60% of the visitor traffic. Figure 2.5 shows
the binned and fitted distributions for both adult and .edu sites.
In order to explain this data, we developed a dynamical theory of site popularity
which takes into account the stochastic nature of user decisions to visit given sites as
well as the fact that newer sites are appearing at an ever increasing rate. The model
accounts for the observed power-law behavior and naturally provides the amplification
factor responsible for the increased performance of the top performers.
We assume that the day to day fluctuations in the number of visitors to a site
is proportional to the number of visitors the site receives on average. A large site
with thousands of users might fluctuate by hundreds of visits on any given day,
while a small site with dozens of users usually experiences a few visits more or less.
Moreover, visitors belong to essentially two types. There are those who are aware
of the site, and may or may not return to the site on this given day. A fraction
of them return, and this fraction varies from day to day. Hence the changes in the
number of visitors are multiplicative, i.e. proportional to the number of visitors on
the previous day. The second category of visitors are those who are visiting for the
first time or re-discovering the site. Those in the first category who are familiar with
the site influence the number of new visitors. The influence can be direct - one person
telling or emailing another about a cool site they have just discovered, or one they
use regularly. It can also be indirect, for a person who discovers an interesting site
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Figure 2.5: Distribution of a sample of AOL users among .edu
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might put a link to it on his/her page, which in turn can act as a pointer for others
to find it. A site with many users can get media coverage, which brings in even more
traffic, with a consequent increase in the number of links from other sites. Finally,
the amount of advertising a site can afford to pay to attract additional users depends
on the amount of revenue it is generating, and this revenue in turn depends on the
number of visitors. Hence the number of new visitors to the site is also proportional
to the number of visitors on the previous day.
In addition to multiplicative growth, two more ideas need to be incorporated into
the model: sites appear at different times and have different growth rates. Different
site ages arise from the exponential growth of the number of web servers shown in
Figure 1.1. Many sites have been created only recently while relatively few have
been around for years. Some sites have higher growth rates because they deal with a
topic that is of interest to many people, others because they are well maintained, still
others because influential sites link to them. Some sites may grow quickly because
they bring in their clientele from the brick-and-mortar world, while others start on
the Internet but advertise heavily both on and off-line. Some gather their entire user
base purely through customer loyalty and word of mouth advertising.
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All these factors combined produce a distribution in the number of visitors per

site which is power-law. Below we present the problem mathematically to show how
the power-law form arises. Let ns (t) be the number of visitors to a site s at time t.
Then our assumption of multiplicative growth implies that the number at the next
interval of time, ns (t + 1), is determined by
ns (t + 1) = ns (t) + g(t + 1)ns (t)

(2.1)

where g(t)is the growth rate. Given the unpredictable character of site user population
growth, we assume that g(t) fluctuates in an uncorrelated fashion from one time
interval to the next about a positive mean value g0 . In other words
g(t) = g0 + ξ(t)

(2.2)

with the fluctuations in growth, ξ(t), behaving in such a way that < ξ(t) >= 0 and
< ξ(t)ξ(t + 1) >= 2σδt,t+1 , i.e. they have zero mean and are delta correlated. This
assumption was confirmed by a study of the usage of the Xerox Corporate website,
whose fluctuations in traffic are plotted in Figure 2.6.
Within this model, the distribution of the number of users per site is completely
determined by its age, α, its mean growth rate g0 , and the variance of its usage
fluctuations σ 2 . We sum Equation 2.1 to get
α
X
ns (t + 1) − ns (t)

ns (t)

t=0

=

α
X

g(t)

(2.3)

t=0

Changing the sum to an integral, which assumes that the differences in user populations between two time steps are small, we obtain
Z
0

α

α
X
dns
n(α)
=
= ln
g(t)
ns
ns (0) t=0

(2.4)

Notice that the right hand side of Equation 2.4 is a sum over discrete time steps,
at each of which we assume the values of g to be normally distributed with mean
g0 and variance σ 2 . This corresponds to a Brownian motion process with stationary
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Figure 2.6: Fractional fluctuations in the number of hosts
from which the Xerox website was accessed.

and independent increments. By invoking the Central Limit Theorem we can assert
that after an elapsed time α, the logarithm of ns is normally distributed with mean
g0 α and variance σ 2 α [60, 11]. This means that the distribution of the number of
visitors to sites created at the same time and having the same average growth rate is
log-normal [18], i.e, its density is given by
P (ns ) =

1
(ln ns − g0 α)2
]
exp −[
√ √
2σ 2 α
ns α 2πσ 2

(2.5)

where the time dependent drift g0 t is the mean of ln(ns ) , reflecting the fact that,
over time, a positive growth rate causes the site usage to increase on average. The
variance of this distribution is related to the median m = exp(g0 t) by Var(ns ) =
m2 exp (tσ 2 ) (exp (tσ 2 ) − 1).
Some insight into the dynamics of usage growth can be obtained by noticing that
the stochastic differential equation associated with Equation 2.1, which is given by
dns
= [g0 + ξ(t)]ns
dt

(2.6)
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can be solved exactly [62]. The solution is the stochastic growth process
ns (t) = ns (0) exp (g0 t + wt )

(2.7)

where wt is a Wiener process such that < wt >= 0 and < wt2 >= exp(σ 2 t). Equation
2.7 shows that typical fluctuations in the growth of the number of users away from
their mean rate g0 relax exponentially to zero. On the other hand, the nth moments
of ns , which are related to the probability of very unlikely events, grow in time as
< ns (t)n >= [ns (0)]n exp[n(n − σg0 t)] , indicating that the market dynamics of the
Web is dominated by occasional bursts in which large number of users are suddenly
drawn to a given site. These bursts are responsible for the long tail of the probability
distribution and make average behavior depart from typical realizations [47].

So far we have obtained a lognormal distribution of the number of users for a site
of a certain age α and growth rate g0 . A lognormal distribution gives high probability
to small sizes, and small - but significant - probability to very large sizes. But while
skewed and with a long tail, the lognormal is not a power-law distribution. We need to
further incorporate age to obtain the distribution for a mix of sites which were created
at different times. To this end, we use mixtures of distributions, where a mixture is
defined as follows. If the distribution of x, p(x, γ), depends on the parameter γ, which
in turn is distributed according to its own distribution r(γ), then the distribution of
x, is given by the mixture p(x) =

R

p(x, γ)r(γ)dγ.

Equation 2.5 gives the distribution of visitors to sites when α, g0 , and σ 2 are
fixed. Now we factor in the fact that the distribution of the number of users of a
site depends on α, the time that has elapsed since that site was created. Since the
number of sites in the Web has doubled on average every six months, newer sites are
more numerous than older ones. Therefore the distribution of users per site, for all
sites of a given growth rate regardless of age, is a mixture of lognormals given by
Equation 2.5, whose age parameter α is weighted exponentially. Thus, in order to
obtain the true distribution of users per site that grow at the same growth rate, we
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need to compute the mixture given by
Z

P (ns ) =

λ exp(λα)

ns

√

1
(ln ns − g0 α)2
exp −[
]dα
2ασ 2
2πασ 2

(2.8)

which can be calculated analytically to give
P (ns ) = Cn−τ
s

(2.9)

q

where the constant C is given by C = λ/σ( (g0 /σ)2 + 2λ) and the exponent β is in
√2
g +2λσ2
g0
the range [1, ∞] and determined by β = 1 − σ2 + 0σ2
. This range of values for τ
is consistent with our data analysis in which we found that τedu = 1.45, τadult = 1.65,
τoverall = 2.07.
Given these results, one would expect that on average, the oldest sites are the
most dominant ones. But the measurements show that site popularity and age are
only slightly correlated. For example, the seventh most popular adult site was only
created four months prior to our measurements - fairly young, even by Web standards.
So far the model assumes a single growth rate g = g(g0 , σ) for all sites, which has
been proved insufficient by the above example. Hence, we need to take into account
differences in the mean and variance of the website traffic growth rate.
Factors affecting a site’s growth rate might include name recognition, advertising
budgets and strategies, the usefulness and entertainment value of the site, and the
ease with which new users can discover the site. To incorporate different growth
rates, we again take mixture of distributions, this time varying g0 and σ 2 . Since each
growth rate occurs with a particular probability P (g), and gives rise to a power-law
distribution in the number of users per site with a specific exponent, the probability
that a given site with an unknown growth rate has ns users is given by the sum,
over all growth rates g, of the probability that the site has so many users given g,
multiplied by the probability that a site’s growth rate is g, i.e.
P (ns ) =

X
i

P (ns |gi )P (gi)

(2.10)
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Since we have already shown that each particular growth rate gives rise to a power-law
distribution with a specific value of the exponent β(g), this sum is of the form
P (ns ) =

c1
c2
cn
β1 + β2 + ... + βn
ns
ns
ns

(2.11)

which, for large values of ns behaves like a power-law with an exponent given by the
smallest power present in the series.
We thus obtain the very general result that the market dynamics of the World
Wide Web gives rise to an asymptotic self similar structure in which there is no
natural scale, with the number of users per site distributed according to a power-law.
We point out that since small values of ns lie outside the scaling regime, our theory
does not explain the data on sites with few users. A consequence of the universality
of our prediction is that the same power-law behavior will be seen as more sites are
created.
The implication of this result is interesting both to the economist studying the efficiency of markets in electronic commerce, and to providers contemplating the number
of customers the business will attract. Our results show that a newly established site
will, with high probability, join the ranks of sites which attract a handful of visitors
a day, while with an extremely low probability it will capture a significant number of
users. The model itself is relevant to a website owner because it shows that having
a slight head start or having only a slightly higher growth rate can translate into a
much higher number of visitors to the site. Such a disproportionate distribution of
user volume among sites is characteristic of winner-take-all markets, wherein the top
few contenders capture a significant part of the market share. This disproportionate
allocation of resources is also observed in the distribution of income among athletes
and movie stars and has been analyzed in detail by the economist R. Frank [26].

2.3

Pages

The very same stochastic multiplicative growth (SMG) process can be applied to
the addition of pages to a site. We can again argue the day-to-day fluctuations are
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Figure 2.7: Growth of the Xerox corporate website from
March 1996 to June 1998.

proportional to the size of the site, i.e. the growth process is multiplicative. Consider
the addition of pages to site with a million pages. Such an enormous site must be
maintained either by a very prolific author, or by a team of webmasters continuously
modifying, deleting and adding pages. Some pages on the site might be generated
automatically. One would not be surprised to find that the large site of a million
pages has lost or gained a few hundred pages on any given day. Now consider a site
with ten pages, a site that does not generate much content. Finding an additional
hundred pages on this site within a day would be unusual - but not impossible. Given
this intuition, we make a similar argument to the one concerning website traffic. The
number of pages on the site, n, on a given day, is equal to the number of pages on
that site on the previous day plus/minus a random fraction of n, as before.
Figure 2.7 shows the number of pages at the Xerox website over a period of two
years. Although the overall trend is a three fold increase in the number of pages at
the site, there are noticable day to day fluctiations. The fluctuations are plotted as
fractional day-to-day differences in Figure 2.8.
Again one needs to take into account the fact that sites have been appearing at

22

Chapter 2. Power-Laws in the Web
0.15

g(t) for consecutive days

0.1

0.05

0

−0.05

−0.1

0

100

200

300

400

500

600

day, some days omitted

Figure 2.8: Daily fractional change in the number of pages at
the Xerox website from March 1996 to June 1998.

an exponential pace, and that they have different growth rates. Some sites expand
quite rapidly, while others slowly accumulate pages. The same mathematical analysis
as in Section 2.2 can be performed to obtain a power-law distribution.
One might ask what would happen should the appearance of new web servers slow
to a sub-exponential growth. We predict that the distribution of pages will remain
power-law, because variation in the average growth rates alone can produce powerlaw distributions without the presence of an exponential weighting in age. We have
demonstrated in simulations of identically aged sites, that growth rates drawn from a
wide range of distributions result in a power-law distribution of site sizes. The greater
the difference in growth rates among sites, the lower the exponent τ , which means
that the inequality in site sizes increases.
We verified the claim that the same process which we showed earlier to produce a
power-law in the number of visitors to sites, also yields a power-law distribution in the
number of pages at a site. We studied data from crawls of the World Wide Web made
by two search engines, Alexa 2 and Infoseek3 , which covered 259,794 and 525,882 sites
2
3

http://www.alexa.com
http://www.infoseek.com
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by two crawls in 1997.

respectively. The plots in Figure 2.9 show the probability of drawing at random from
the sites in the crawls a site with a given number of pages. Both data sets display
a power-law over several orders of magnitude, with a drop-off at approximately 105
pages, which is due to the fact that crawlers don’t systematically collect more pages
per site than this bound because of server limitations. The power-law, as well as the
drop-off are illustrated in Figure 2.9.
A linear regression on the variables log(number of sites) and log(number of pages)
yielded [1.647, 1.853] as the 95% confidence interval for the value τ in the Alexa crawl
of 250,000 sites of the World Wide Web. For the Infoseek crawl, the 95% confidence
interval for τ is [1.775, 1.909]. These estimates for the value of τ are consistent across
the two data sets and with the model, which predicts a linear dependence between
the logarithm of the variables to be linear with slope −τ < −1.
The existence of this universal power-law has practical consequences as well, since
one can estimate the expected number of sites of any arbitrary size, even if a site
of that size has not yet been observed. This can be achieved by extrapolating the
power-law given by Equation 2.9, to any large ns , e.g. P (ns2 ) = P (ns1 )(ns1 /ns2 )−τ .
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The expected number of sites of size ns2 in a crawl of N sites would be NP (ns2 ).
As an example, from the Alexa data we can infer that if one were to collect data
on 250,000 sites the probability of finding a site with a million pages would be 10−4 .
Notice that this information is not readily available from the crawl alone, since it
stops at 105 pages per site. As a consequence of the universality of our prediction,
as more sites are created, the same power-law behavior will be seen. This will once
again allow for the determination of largest sites from data that will be curtailed in
scope due to server limitations.

2.4
2.4.1

Links
Multiplicative stochastic addition of links

Power-law behavior is also seen in the number of links per site, a phenomenon which
can be looked at from two ends. On the one end of the link there is the originating
site, and on the other there is the receiving site. Both incoming (Figure 2.10) and
outgoing (Figure 2.11) links are distributed among sites according to a power-law
with exponent τ ≈ 2. We would again like to apply the model of growth described in
Section 2.2. The growth of links to a site can be equated with the growth of the site’s
popularity. The more a site is linked to, the more users are aware of the site, and
the more additional links it receives. The growth of outgoing links can be likened to
the growth of a site in terms of the number of pages it contains. Outgoing links must
constantly be maintained to record changes - some pages are moved or deleted. Other
links must be added to keep up with pages which are appearing at an exponential
rate. Some sites add links rapidly - they might be directories or index pages, others
more slowly - they provide content rather than pointers to other resources.
The fact that sites vary widely in the number of outgoing links they have leads
to the so-called small world phenomenon. While sites predominantly link to only a
few sites of similar content, vast numbers of sites are linked together by directory
and index sites which have thousands of links. Consequently, as we will discuss in
Chapter 4, one need only move on average through 4 sites in surfing from one site to
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any other. On the page level, it has been estimated that at most 18 links are required
to move from any single page to any other [55]. Chapter 3 discusses how just these
few nodes with an extremely high degree can be used to effectively search power-law
networks.

2.4.2

Comparison with the preferential attachment model

About the same time that the SMG model described in Sections 2.2-2.4 was developed,
a similar model, called the preferential attachment model, was proposed by Barabasi
and Albert (BA) [13] to describe the power-law link structure of the Web. It shared
two features with our SMG model. First, the probability of a site receiving a link
is proportional to the number of links it already has, i.e. P (i) ki /
th

is the degree of the i

P

j

kj , where ki

node. Second, nodes appear sequentially, though not at an

exponential rate.
There are at least three inconsistencies of the BA model with empirically observed
properties of the Web. First, every node, when added to the network, adds m links to
already existing nodes. Such a process has a delta function distribution of out-links.
However, the out-link distribution could hardly be more unlike a delta function: it
is power-law on both the site (see Figure 2.11) and page [24] levels. Second, the
exponent τ of the power-law in the BA model is 3. Although modifications of the BA
model can alter the exponent [22, 21], the bare model explains neither directionality
of the links nor the observed scaling. Finally, there is a very clear prediction of the
model which Barabasi and Albert hoped “could be directly tested once time-resolved
data on network connectivity becomes available” [13].
They write ”Because of the preferential attachment, a vertex that acquires more
connections than another one will increase its connectivity at a higher rate; thus, an
initial difference in the connectivity between two vertices will increase further as the
network grows... Thus older [. . . ] vertices increase their connectivity at the expense of
the younger [. . . ] ones, leading over time to some vertices that are highly connected,
a ”rich-get-richer” phenomenon.” This is demonstrated clearly in Figure 2c) in [13].
It is this prediction of the BA model that renders it unable to account for the
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Figure 2.12: Number of in-links to a site as a function of the
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power-law distribution of links in the WWW (Fig. 1b in [13]). We studied a crawl
of 260,000 sites, where each site is a separate domain name. Next we queried the
Internic4 database for the date the site was originally registered. Whereas the BA
model predicts that older sites not only have an advantage for having more time to
acquire links, but gather links at a faster rate than newer sites, our data, shown in
Figure 2.12, demonstrates that, in fact, there is no correlation between the age of a
site and the number of links it has. The measured correlation coefficient is 0.03.
The absence of correlation between age and the number of links is hardly surprising. All sites are not created equal. A site with very popular content, which appears
in 1999, will soon have more links than a bland site created in 1993. While both
the BA model and our SMG model share the feature that the rate of acquisition of
new links is proportional to the number of links the site has already, the SMG model
includes additional proportionality factors, or growth rates, which vary from site to
site.
In order to demonstrate the effect and importance of different growth rates, we ran
4

http://www.internic.net
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Figure 2.13: Number of in-links to a site as a function of the
time the site was created for a simulated stochastic growth
process having different growth rates

a simulation using the stochastic growth model. Nodes were added at an exponential
rate and each had an individual normally distributed mean growth rate. At each time
step the number of new links a site received was a random fraction of the number
of links the site already had. The simulation produced scatter plots of site age and
link number, shown in Figure 2.13, similar to the one shown in Figure 2.12. The
correlation coefficient was also similar, 0.04 vs. 0.03 for the data gathered from
Internic.
Following our comment [3], Bianconi and Barabsi investigated the effect of introducing varying growth rates to the BA model [14]. In summary, while the BA model
and SMG model share some features, including preferential attachment to high degree vertices and the addition of nodes at different times, the BA model is unable
to account for the out-link distribution, the power-law exponent, or correctly predict
the correlation between the time a vertex is added to the network and the number of
links it has.
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Interactions

So far the described growth processes have not included interactions between the
sites: each site gains and loses visitors, pages, and links independently of any other
site. The non-interaction picture is quite reasonable in the domain of pages and links.
One website adding another page usually does not influence another site to add or
delete a page. The same can be said in general for links as well. Placing a link to
one site does not preclude placing another link to a second site, unless there is an
exclusive agreement with the first site, which usually isn’t the case.
The site property which could have the most interaction with other sites is its user
population. A weak negative interaction between any two sites occurs as a result of
the fact that users can usually only browse one site at a time, and the total amount
of time they have to devote to browsing is limited. On the other hand, users following
a link from one site to another give a positive interaction of visits to the two sites.
These kinds of interactions are already encompassed by the model. One site
growing rapidly might suppress the growth of other sites, thus further widening the
distribution of growth rates which then enters into our model. However, our ability
to observe the sites growth rates was curtailed by the extreme difficulty of obtaining
any large set of usage data, let alone usage data spanning a sufficiently wide time
period to allow for the measurement of average growth rates.
In absence of data on growth rates, we simply measured pairwise correlations
between sites. From these correlations we can measure if users going to one site tend
to visit other sites. For example, visitors to netscape.com might tend to visit the news
website CNN.com, because CNN articles are featured on the Netscape site. This is
an example of a direct interaction. If Netscape traffic increases, some of that increase
in traffic will be directed to CNN as well. However, sites need not interact in this
direct fashion in order to exhibit a positive or negative correlation. Two sites with a
shared topic might share a common user base without directly linking to one another.
A sudden surge in traffic to one of the sites will not necessarily have a positive or
negative impact on the other.
Putting aside for the moment the fact that static correlations do not necessarily
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imply interactions, we describe how we measured the correlations and the results we
obtained. Let S1 and S2 be two sites with N1 and N2 visitors respectively. Let N12 be
the number of users who visited both S1 and S2 , and let T be the total number of users.
Then p1 = N1 /T is the probability that a user chosen at random will visit site S1 ,
and similarly p2 = N2 /T . If a user’s decision to visit sites S1 and S2 is independent,
then the probability that the user visits both is given by p12 = p1 p2 and the expected
number of visitors to both S1 and S2 is given by E[N12 ] = p12 T = N1 N2 /T . The
standard deviation in the number of visitors, assuming N1 and N2 independent, is
q

the same as for the binomial distribution with σ12 =

T p12 (1 − p12 ). We take the

correlation coefficient to be the deviation of the measured visits to both sites from
the expected, normalized by the standard deviation:
c12 =

N12 − E[N12 ]
σ12

(2.12)

We applied the above analysis to a sample of sites in two categories: adult and
news. We expected the adult sample to be the most interesting, because these types
of sites tend to have the most complicated interactions, from the formations of web
rings[50], to multi-site subscription services, to the creation of sites consisting entirely
of links to other sites. Table 2.2 shows the correlation coefficients for the most popular
sites in our sample, while Table 2.3 lists the names and approximate content of the
sites. The correlations between some of the sites are quite strong.
We observe a strong correlation between the site pinkclub, which appeared to be
composed entirely of ads, and a number of other sites. This suggests that at the time
the data was gathered, pinkclub probably displayed ads for the other sites. It is also
reassuring to see a very strong positive correlation between the main ynotnetwork
site, and celebnude, one of the network’s member sites. There are also some negative
correlations, perhaps because users are not willing to pay membership fees for multiple
networks, or prefer particular types of sites to others.
As a verification of the soundness of our method, we looked at the correlation
coefficients between news sites. As shown in Table 2.4, all the news sites consistently
showed a negative correlation with respect to one another, as expected. Detroit
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site
A
B
C
D
E
F
G
H
I
J
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Table 2.2: Correlation matrix for the most popular adult
B
C
D
E
F
G
H
I
-2.04 -1.65 13.05 -2.58 0.52
0.61 -3.59 -0.83
7.76 11.42 3.80 10.36
6.12 0.17 9.90
10.16 1.68 19.94 103.73 -0.16 6.73
7.69 7.93
8.68 -0.75 3.31
1.81
2.13 -1.27 0.28
13.96 0.14 6.20
-0.19 6.21
-0.41

sites
J
K
-1.32 -0.86
0.71 22.45
-1.33 17.98
-3.75 8.12
-1.29 -0.31
-0.27 8.57
-0.23 10.14
0.76 2.32
0.52 2.61
-0.23
Source: The number of unique AOL visiters on Dec. 1, 1997.

Table 2.3: Descriptions of adult sites in Table 2.2
ID
name
description
A
adultcheck
subscription service that gives its members access to over
35,000 sites
B
ynotnetwork free search engine that offers smart links - selected links to
quality sites, and superlinks: links to sites within the ynotnetwork
C
pinkclub
seems to be composed entirely of ads to other adult sites
D
janey
free collection of adult material with ads for other sites
E richards-realm directory of adult sites with numerous ads
F
xpics
portal to a collection of adult sites, probably under the same
ownership
G
freebie-sex
collection of free adult material
H
playboy
free website associated with the magazine
I
smutland
free membership adult ‘themepark’
J
fastporn
subscription site with ads to similar sites, probably under the
same ownership
K
celebnude
subscription site which is a member of the ynotnetwork
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Table 2.4:
site
NYT
CNN -4.75
NYT
WP
NBC
ABC
NN
BG
PN
LAT

Correlation matrix for the most popular news sites
WP NBC ABC
NN
BG
PN LAT
DN
-5.05 -3.52 -1.73 -2.88 -3.86 4.56 -4.06 -2.34
-2.12 -3.80 -3.89 -3.98 -2.51 -4.07 -1.30 -1.71
-3.99 -3.72 -2.61 -1.90 3.49 -2.04 -0.99
-3.11 -3.40 -1.85 -3.42 -2.21 -2.63
-2.16 -2.24 -2.08 -2.65 -2.53
-2.03 -2.52 -1.83 -1.59
-2.86 -1.41 -0.37
-1.27 -2.12
-0.19

Guide to abbreviations: CNN = CNN.com, NYT = New York Times, NBC = MSNBC,
WP = Washington Post, ABC = ABC News, NN = Nando News, BG = Boston Globe,
PN = Philly News, LAT = LA times, DN = Detroit News

inhabitants tend to read Detroit news, while the LA Times is read predominantly
by people in Los Angeles. This creates little overlap in the readership and hence
a negative correlation. Even non-local news sites such as cnn.com are negatively
correlated with other news sources, indicating the most people probably don’t tend
to read more than one newspaper.
The above measurements show that although the SMG model successfully predicts the overall structure of the Web, in terms of site size, traffic, and connections,
there may be finer dynamics, especially in the domain of site traffic, that are worthy
of further study. Maurer and Huberman [49] have developed a theoretical framework
to study the dynamics of visits to competing sites offering identical services, while
Acquisti and Huberman [1] have studied on a theoretical level the competitive strategies the sites can adopt. Both models could be evaluated in the future, should large
scale, time differentiated usage data become available.

2.6

Summary

We have presented evidence of a number of power-law distributions on the Web, and
a single model which can generate them all. The SMG model arises out of several
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considerations: sites are appearing an exponential rate, their growth is multiplicative
and stochastic , and the rate of growth may vary from site to site. The model predicts
a universal power-law scaling, with the exponent τ in the range [1, ∞]. The SMG
model is more general and better able to predict features of the Web than the preferential attachment model. We have also presented an easy method of transforming
power-law distributions into Zipf’s ranked distributions, a procedure which immediately leads to Zipf’s law for all four measured power-laws. Measurements of the
correlation between site visits revealed a complex interaction picture in site traffic.
Such interactions enter into our model though their effects on the sites’ growth rates.
The observed power-laws have varied implications in their respective domains.
A power-law distribution is site visits is an indication that the winner-take-all phenomenon is pervasive over thousands of sites and particular domains. This implies
that sites are rewarded by relative rather than absolute performance, with the result
that the rewards tend to be concentrated into a few of the sites.
The knowledge that the number of pages at a site is distributed according to a
power-law can be used to estimate the number of sites of any given size without having
to exhaustively crawl the Web. The presence of power-laws in the link distributions
between sites has important implications for the structure of networks formed by sites
linking to each other. This structure and ways of exploiting it will be discussed in
detail in Chapters 3 and 4.
The observed power-laws are a further example of the strong regularities [35] that
are revealed in studies of the Web, and which become apparent because of its sheer
size and reach.

Chapter 3
Search in Power-Law Networks
Many communication and social networks have power-law link distributions, containing a
few nodes which have a very high degree and many with low degree. The high connectivity
nodes play the important role of hubs in communication and networking, a fact which can
be exploited when designing efficient search algorithms. We introduce a number of local
search strategies which utilize high degree nodes in power-law graphs and which have costs
which scale sub-linearly with the size of the graph. We also demonstrate the utility of these
strategies on the Gnutella peer-to-peer network.

3.1

Introduction

A number of large distributed systems, ranging from social [8] to communication [24]
to biological networks [39] display a power-law distribution in their node degree. This
distribution reflects the existence of a few nodes with very high degree and many with
low degree, a feature not found in standard random graphs [23]. An illustration of
the power-law nature of such networks is given by the AT&T call graph. A call graph
is a graph representation of telephone traffic on a given day in which nodes represent
people and links the phone calls among them.
As is shown in Figure 3.1, the in-link degree distribution for a massive graph of
telephone calls between individuals is power-law, with an exponent of approximately
2.1. The same distribution is obtained for the case of out-links. This power-law in the
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Figure 3.1: In-degree distribution for the AT&T call graph [8].
link distribution reflects the presence of central individuals who interact with many
others on a daily basis and play a key role in relaying information.
While recent work has concentrated on the properties of these power-law networks
and how they are dynamically generated [13, 34, 51], there remains the interesting
problem of finding efficient algorithms for searching within these particular kinds of
graphs. Recently, Kleinberg [43] studied search algorithms in a graph where nodes are
placed on a 2-D lattice and each node has a fixed number of links whose placement is
correlated with lattice distance to the other nodes. In such a scenario, an algorithm
with knowledge of the target’s location can find the target in polylogarithmic time.
In the most general distributed search context however, one may have very little
information about the location of the target. Increasingly a number of pervasive
electronic networks, both wired and wireless, make geographic location less relevant.
A particularly interesting example is provided by the recent emergence of peer-topeer networks, which have gained enormous popularity with users wanting to share
their computer files. In such networks, the name of the target file may be known, but
due to the network’s ad hoc nature, until a real-time search is performed the node
holding the file is not known. In contrast to the scenario considered by Kleinberg,
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there is no global information about the position of the target, and hence it is not
possible to determine whether a step is a move towards or away from the target. One
simple way to locate files, implemented by Napster, is to use a central server which
contains an index of all the files every node is sharing as they join the network. This
is the equivalent of having a giant white pages for the entire United States. Such
directories now exist online, and have in a sense reduced the need to find people by
passing messages. But for various reasons, including privacy and copyright issues, in
a peer-to-peer network it is not always desirable to have a central server.
File-sharing systems which do not have a central server include Gnutella and
Freenet. Files are found by forwarding queries to one’s neighbors until the target
is found. Recent measurements of Gnutella networks [16] and simulated Freenet
networks [33] show that they have power-law degree distributions. In this chapter,
we propose a number of message-passing algorithms that can be efficiently used to
search through power-law networks such as Gnutella. Like the networks that they are
designed for, these algorithms are completely decentralized and exploit the power-law
link distribution in the node degree. The algorithms use local information such as
the identities and connectedness of their neighbors, and their neighbors’ neighbors,
but not the target’s global position. We demonstrate that our search algorithms work
well on real Gnutella networks, scale sub-linearly with the number of nodes, and may
help reduce the network search traffic that tends to cripple such networks.
The remainder of the chapter is organized as follows. In Section 3.2, we present
analytical results on message-passing in power-law graphs, followed by simulation
results in Section 3.3. Section 3.4 compares the results with Poisson random graphs.
In Section 3.5 we consider the application of our algorithms to Gnutella and in Section
3.6 we apply them to networks of personal homepages. Section 3.7 concludes.

3.2

Search in power-law random graphs

In this section we use the generating function formalism introduced by Newman [51]
for graphs with arbitrary degree distributions to analytically characterize serach-cost
scaling in power-law graphs.

3.2. Search in power-law random graphs
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Random walk search

Let G0 (x) be the generating function for the distribution of the vertex degrees k.
Then
G0 (x) =

∞
X

pk xk

(3.1)

0

where pk is the probability that a randomly chosen vertex on the graph has degree k.
For a graph with a power-law distribution with exponent τ , minimum degree k = 1
and an abrupt cutoff at m = kmax , the generating function is given by
G0 (x) = c

m
X

k −τ xk

(3.2)

1

with c a normalization constant which depends on m and τ to satisfy the normalization
requirement
G0 (1) = c

m
X

k −τ = 1

(3.3)

1

The average degree of a randomly chosen vertex is given by
< k >=

m
X
1

kpk = G00 (1)

(3.4)

Note that the average degree of a vertex chosen at random and one arrived at
by following a random edge are different. A random edge arrives at a vertex with
probability proportional to the degree of the vertex, i.e. p0 (k) ∼ kpk . The correctly
normalized distribution is given by
P
k

kpk xk
G0 (x)
= x 00
G0 (1)
k kpk

P

(3.5)

If we want to consider the number of outgoing edges from the vertex we arrived
at, but not include the edge we just came on, we need to divide by one power of x.
Hence the number of new neighbors encountered on each step of a random walk is
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given by the generating function
G1 (x) =

G00 (x)
G00 (1)

(3.6)

where G00 (1) is the average degree of a randomly chosen vertex as mentioned previously.
In real social networks it is reasonable that one one would have at least some
knowledge of one’s friends’ friends. Hence, we now compute the distribution of second
degree neighbors. The probability that any of the 2nd degree neighbors connect to
any of the first degree neighbors or to one another goes as N −1 and can be ignored
in the limit of large N. Therefore, the distribution of the second neighbors of the
original randomly chosen vertex is determined by
X

pk [G1 (x)]k = G0 (G1 (x))

(3.7)

k

It follows that the average number of second degree neighbors is given by
z2A = [

∂
G0 (G1 (x))]x=1 = G00 (1)G01 (1)
∂x

(3.8)

Similarly, if the original vertex was not chosen at random, but arrived at by following
a random edge, then the number of second degree neighbors would be given by
z2B = [

∂
G1 (G1 (x))]x=1 = [G01 (1)]2
∂x

(3.9)

In both Equation 3.8 and Equation 3.9 the fact that G1 (1) = 1 was used.
Both these expressions depend on the values G00 (1) and G01 (1) so let’s calculate
them for given τ and m. For simplicity and relevance to most real-world networks of
interest we assume 2 < τ < 3.
G00 (1) =

m
X
1

ck 1−τ ∼

Z
1

m

xτ −1 dx =

1
(1 − m2−τ )
τ −2

(3.10)
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m
1 ∂ X
ck 1−τ xk−1
G00 (1) ∂x 1
m
1 X
=
ck 1−τ (k − 1)xk−2
G00 (1) 2

G01 (1) =

∼

1
m3−τ (τ − 2) − 22−τ (τ − 1) + m2−τ (3 − τ )
(
G00 (1)
(τ − 2)(3 − τ )

(3.11)
(3.12)
(3.13)

for large cutoff values m. Now we impose the cutoff of Aiello et al. [8] at m ∼ N 1/τ .
Since m scales with the size of the graph N and for 2 < τ < 3 the exponent 2 − τ is
negative, we can neglect terms constant in m. This leaves
G01 (1) =

m3−τ
1
G00 (1) (3 − τ )

(3.14)

Substituting into Equation 3.8 (the starting node is chosen at random) we obtain
z2A = G00 (1)G01 (1) ∼ m3−τ

(3.15)

We can also derive z2B , the number of 2nd degree neighbors encountered as one
is doing a random walk on the graph.
z2B = [G01 (1)]2 = [

τ − 2 m3−τ 2
]
1 − m2−τ 3 − τ

(3.16)

Letting m ∼ N 1/τ as above, we obtain
3

z2B ∼ N 2( τ −1)

(3.17)

and the scaling of the number of steps required becomes
s ∼ N 3(1−2/τ )

(3.18)

In the limit τ → 2, equation 3.16 becomes
z2B ∼

N
ln(N)2

(3.19)
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and the scaling of the number of steps required is
s ∼ ln(N)2

3.2.2

(3.20)

Search utilizing high degree nodes

Random walks in power-law networks naturally gravitate towards the high degree
nodes, but an even better scaling is achieved by intentionally choosing high degree
nodes. For τ sufficiently close to 2 one can walk down the degree sequence, visiting
the node with the highest degree, followed by a node of the next highest degree, etc.
Let m − a be the degree of the last node we need to visit in order to scan a certain
fraction of the graph. We make the self-consistent assumption that a <<m, i.e. the
degree of the node hasn’t dropped too much by the time we have scanned a fraction
of the graph. Then the number of first degree neighbors scanned is given by
Z

z1D =

m

m−a

Nk 1−τ dk ∼ Nam1−τ

(3.21)

The number of nodes having degree between m − a and m, or equivalently, the
number of steps taken, is given by

Rm

m−a

k −τ ∼ a. The number of second degree

neighbors when one follows the degree sequence is given by:
z1D ∗ G01 (1) ∼ Nam2(2−τ )

(3.22)

which gives the number of steps required as
4

s ∼ m2(τ −2) ∼ N 2− τ

(3.23)

We now consider when and why it is possible to go down the degree sequence. We
start with the fact that the original degree distribution is a power-law:
m
X

p(x) = (

x−τ )−1 x−τ

(3.24)

1

where m = N 1/τ is the maximum degree. A node chosen by following a random link

(degree of neighbor − 1)/(degree of node)
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Figure 3.2: Ratio r (the expected degree of the richest neighbor of
a node whose degree is n divided by n) vs. n for τ (top to bottom)
= 2.0, 2.25, 2.5, 2.75, 3.00, 3.25, 3.50, and 3.75. Each curve extends
to the cutoff imposed for a 10,000 node graph with the particular
exponent.

in the graph will have its remaining outgoing edges distributed according to
p0 (x) =

"m−1
X

#−1

(x + 1)(1−τ )

(x + 1)(1−τ )

(3.25)

0

At each step one can choose the highest degree node among the n neighbors. The
expected number of the outgoing edges of that node can be computed as follows. In
general, the cumulative distribution (CDF) Pmax (x, n) of the maximum of n random
variables can be expressed in terms of the CDF P (x) =

Rx
0

p(x0 ) dx0 of those random

variables: Pmax (x, n) = P (x)n . This yields
h

p0max (x, n) = n(1 + x)1−τ (τ − 2) 1 − (x + 1)2−τ )

in−1

(1 − N 2/τ −1 )−n

(3.26)

for the distribution of the number of links the richest neighbor among n neighbors
has.
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Finally, the expected degree of the richest node among n is given by
E[xmax (n)] =

m−1
X
0

xp0max (x, n)

(3.27)

We numerically integrated the above equation to derive the ratio between the
degree of a node and the expected degree of its richest neighbor. The ratio is plotted
in Figure 3.2. For a range of exponents and node degrees, the expected degree of
the richest neighbor is higher than the node itself. However, eventually (the precise
point depends strongly on the power-law exponent), the probability of finding an even
higher degree node in a neighborhood of a very high degree node starts falling.
What this means is that one can approximately follow the degree sequence across
the entire graph for a sufficiently small graph or one with a power-law exponent close
to 2 (2.0 < τ < 2.3). At each step one chooses a node with degree higher than
the current node, quickly finding the highest degree node. Once the highest degree
node has been visited, it will be avoided, and a node of approximately second highest
degree will be chosen. Effectively, after a short initial climb, one goes down the degree
sequence. This is the most efficient way to do this kind of sequential search, visiting
highest degree nodes in sequence.

3.3

Simulation

We used simulations of a random social network with a power-law link distribution
of τ = 2.1 to validate our analytical results. As in the analysis above, a simple cutoff
at m ∼ N 1/τ was imposed. The expected number of nodes among N having exactly
the cutoff degree is 1. No nodes of degree higher than the cutoff are added to the
graph. In real world graphs one of course does observe nodes of degree higher than
this imposed cutoff, so that our simulations become a worse case scenario. Once the
graph is generated, the largest connected component (LCC) is extracted, that is the
largest subset of nodes such that any node can be reached from any other node. For
2 < τ < 3.48 a giant connected component exists [8], and all our measurements are
performed on the LCC. We observe that the LCC contains the majority of the nodes
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of the original graph and most of the links as well. The link distribution of the LCC
is nearly identical to that of the original graph with a slightly smaller number of 1
and 2 degree nodes.
Next we apply our message passing algorithm to the network. Two nodes, the
source and the target, are selected at random. At each time step the node which has
the message passes it on to one of its neighbors. The process ends when the message
is passed on to a neighbor of the target. Since each node knows the identity of all of
its neighbors, it can pass the message directly to the target if the target happens to
be one of its neighbors. The process is analogous to performing a random walk on a
graph, where each node is ’visited’ as it receives the message.
There are several variants of the algorithm, depending on the strategy and the
amount of local information available.
1. The node can pass the message on to one of its neighbors at random, or it can
avoid passing it on to a node which has already seen the message.
2. If the node knows how many neighbors it has, it can choose to pass the message
onto the neighbor with the most neighbors.
3. The node may know only its neighbors, or it may know who its neighbors’
neighbors are. In the latter case it would pass the message onto a neighbor of
the target.
In order to avoid passing the message to a node that has already seen the message,
the message itself must be signed by the nodes as they receive the message. Further,
if a node has passed the message, and finds that all of its neighbors are already on
the list, it puts a special mark next to its name, which means that it is unable to pass
the message onto any new node. This is equivalent to marking nodes as follows:
white Node hasn’t been visited.
gray Node has been visited, but all its neighbors have not.
black Node and all its neighbors have been visited already.
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Here we compare two strategies. The first performs a random walk, where only

retracing the last step is disallowed. In the message passing scenario, this means that
if Bob just received a message from Jane, he wouldn’t return the message to Jane if
he could pass it to someone else. The second strategy is a self avoiding walk which
prefers high degree nodes to low degree ones. In each case both the first and second
degree neighbors are scanned at each step.
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Figure 3.3: Scaling of the average
node to node search time in a random power-law graph with exponent 2.1, for random and high degree
seeking strategies.
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for random and high degree seeking
strategies.

Figure 3.3 shows the scaling of the average search time with the size of the graph
for the two strategies. The scaling (exponent 0.79 for the random walk and 0.70 for
the high degree strategy) is not as favorable as in the analytic results derived above
(0.14 for the random walk and 0.1 for the high degree strategy when τ = 2.1) .
Consider, on the other hand, the number of steps it takes to cover half the graph.
For this measure we observe a scaling which is much closer to the ideal. As shown
in Figure 3.4, the cover time scales as N 0.37 for the random walk strategy vs. N 0.15
from Equation 3.18. Similarly, the high degree strategy cover time scales as N 0.24 vs.
N 0.1 in Equation 3.23.
The difference in the value of the scaling exponents of the cover time and average
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search time implies that a majority of nodes can be found very efficiently, but others
demand high search costs. Figures 3.5 and 3.6 show just that. A large portion of
the 10,000 node graph is covered within the first few steps, but some nodes take
as many steps or more to find as there are nodes total. Take for example the high
degree seeking strategy. About 50% of the nodes are scanned within the first 10 steps
(meaning that it would take about 10 + 2 = 12 hops to reach 50% of the graph).
However, the skewness of the search time distribution brings the average number of
steps needed to cover the entire graph to 217.
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Figure 3.7 illuminates why some nodes take such a long time to find. It shows
the color of nodes visited in a random walk on a N = 1000 node power-law graph
with exponent 2.1 and an abrupt cutoff at N 1/2.1 . The number of nodes of each color
encountered in 50 step segments is recorded in the bar for that time period.
The brief initial period where many white nodes are visited is followed by a long
period dominated by gray and black nodes. The random walk starts retracing its
steps, only occasionally encountering a new node it hasn’t seen. Close to the end of
the walk, even the gray nodes have been exhausted as the random walk repeatedly
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visits back nodes before it finds the final few nodes.
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Figure 3.8: Bar graph of the color of
nodes visited in strategic search of a
random 1,000 node power-law graph
with exponent 2.1.

A self-avoiding high-degree seeking random walk is an improvement over the random walk described above, but still cannot avoid retracing its steps. Figure 3.8 shows
the corresponding bar chart in 50 step increments. Comparing figures 3.7 and 3.8 we
observe that the self-avoiding strategy is somewhat effective, with the total number
of steps needed to cover the graph about 13 times smaller, and the fraction of visits to
gray and black nodes significantly reduced. Figure 3.9 shows the degree in addition
to the color of the node visited at every step. It demonstrates that one is able to
follow the degree sequence initially, going from high degree white nodes to low degree
white nodes.
Although the strategy of revisiting nodes modifies the scaling behavior, it is not
the process of revisiting itself which necessarily changes the scaling. If nodes were
uniformly linked, at every step the number of new nodes seen would be proportional
to the number of unexplored nodes in the graph. The factor by which the search is
slowed down through revisits would be independent of the size of the graph. Hence,
revisiting alone does not account for the difference in scaling.
The reason why the simulated scaling exponents for these search algorithms do
not follow the ideal is the same reason why power-law graphs are so well suited to
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Figure 3.9: Color and degree of nodes visited in a strategic search
of a random 1,000 node power-law graph with exponent 2.1.

search: the link distribution is extremely uneven. A large number of links point to
only a small subset of high degree nodes. When a new node is visited, its links do
not let us uniformly sample the graph, they preferentially lead to high degree nodes,
which have likely been seen or visited in a previous step. This would not be true of a
Poisson graph, where all the links are randomly distributed and hence all nodes have
approximately the same degree. We will explore and contrast the search algorithm
on a Poisson graph in the following section.

3.4

Comparison with Poisson distributed graphs

In a Poisson random graph with N nodes and z edges, the probability p = z/N 2 of
an edge between any two nodes is the same for all nodes. The generating function
G0 (x) is given by [51]:
G0 (x) = ez(x−1)

(3.28)

In this special case G0 (x) = G1 (x), so that the distribution of outgoing edges of a node
is the same whether one arrives at the vertex by following a link or picks the node at
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random. This makes the analysis of search in a Poisson random graph particularly
simple. The expected number of links encountered at each step is a constant p. So
that the number of steps needed to cover a fraction c of the graph is s = cN/p. If
p remains constant as the size of the graph increases, the cover time scales linearly
with the size of the graph. This has been verified via simulation as shown in Figure
3.10.
In our simulations the probability p grows slowly towards its asymptotic value
as the size of the graph is increased because of the particular choice of cutoff at
m ∼ N (1/τ ) for the power-law link distribution. We generated Poisson graphs with
the same number of nodes and links for comparison. Within this range of graph sizes,
growth in the average number of links per node appears as N 0.6 , making the average
number of 2nd degree neighbors scale as N 0.15 . This means that the scaling of the
cover time scales as N 0.85 , as shown in Figure 3.10. Note how well the simulation
results match the analytical expression. This is because nodes can be approximately
sampled in an even fashion by following links.
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The reason why the cover time for the Poisson graph matches the analytical prediction and the power-law graph does not is illustrated in Figure 3.11. If links were
approximately evenly distributed among the nodes, then if at one point in the search
50% of the graph has already been visited, one would expect to revisit previously
seen nodes about 50% of the time. This is indeed the case for the Poisson graph.
However, for the power-law graph, when 50% of the graph has been visited, nodes
are revisited about 80% of the time, which implies that the same high degree nodes
are being revisted before new low-degree ones. It is this bias which accounts for the
discrepancy between the analytic scaling and the simulated results in the power-law
case.
However, even the simulated N 0.35 scaling for a random, minimally self-avoiding
strategy on the power-law graph out-performs the ideal N 0.85 scaling for the Poisson
graph. It’s also important to note that the the high degree node seeking strategy has
a much greater success in the power-law graph because it relies heavily on the fact
that the number of links per node varies considerably from node to node. To illustrate
this point, we executed the high degree seeking strategy on two graphs, Poisson and
power-law, with the same number of nodes, and the same exponent τ = 2. In the
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Poisson graph, the variance in the number of links was much smaller, making the
high degree node seeking strategy comparatively ineffective as shown in Figure 3.12.
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Figure 3.12: Degrees of nodes visited in a single high degree
node seeking search of power-law and Poisson graphs of 10,000
nodes.

In the power-law graph we can start from a randomly chosen node. In this case the
starting node has only one link, but two steps later we find ourselves at a node with
the highest degree. From there, one approximately follows the degree sequence, that
is, the node richest in links, followed by the second richest node, etc. The strategy
has allowed us to scan the maximum number of nodes in the minimum number of
steps. In comparison, the maximum degree node of the exponential graph is 11, and
it is reached only on the 81st step. Even though the two graphs have a comparable
number of nodes and edges, the exponential graph does not lend itself to quick search.

3.5

Gnutella

Gnutella is a peer-to-peer filesharing system which treats all client nodes as functionally equivalent and lacks a central server which can store file location information.
This is advantageous because it presents no central point of failure. The obvious

3.5. Gnutella

51

disadvantage is that the location of files is unknown. When a user wants to download
a file, she sends a query to all the nodes within a neighborhood of size ttl, the time
to live assigned to the query. Every node passes on the query to all of its neighbors
and decrements the ttl by one. In this way, all nodes within a given radius of the
requesting node will be queried for the file, and those who have matching files will
send back positive answers.
This broadcast method will find the target file quickly, given that it is located
within a radius of ttl. However, broadcasting is extremely costly in terms of bandwidth. Every node must process queries of all the nodes within a given ttl radius.
In essence, if one wants to query a constant fraction of the network, say 50%, as the
network grows, each node and network edge will be handling query traffic which is
proportional to the total number of nodes in the network.
Such a search strategy does not scale well. As query traffic increases linearly with
the size of Gnutella graph, nodes become overloaded as was shown in a recent study
by Clip2 [16]. 56k modems are unable to handle more than 20 queries a second, a
threshold easily exceeded by a network of about 1,000 nodes. With the 56k nodes
failing, the network becomes fragmented, allowing users to query only small section
of the network.
The search algorithms described in the previous sections may help ameliorate this
problem. Instead of broadcasting a query to a large fraction of the network, a query
is only passed onto one node at each step. The search algorithms are likely to be
effective because the Gnutella network has a power-law connectivity distribution as
shown in Figure 3.13.
Typically, a Gnutella client wishing to join the network must find the IP address
of an initial node to connect to. Currently, ad hoc lists of ”good” Gnutella clients
exist [16]. It is reasonable to suppose that this ad hoc method of growth would bias
new nodes to connect preferentially to nodes which are already fairly well-connected,
since these nodes are more likely to be ”well-known”. Based on the model of graph
growth presented in Chapter 2 where the ”rich get richer”, the power-law connectivity
of ad hoc peer-to-peer networks may be a fairly general topological feature.
By passing the query to every single node in the network, the Gnutella algorithm
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Figure 3.13: Log-log plot of the link distribution in the
Gnutella network. The fitted exponent τ = 2.07.

fails to take advantage of its connectivity distribution. To implement our algorithm
the Gnutella clients must be modified to keep lists of the files stored by their first
and second degree neighbors have1 . This information must be passed at least once
when a new node joins the network, and it may be necessary to periodically update
the information depending on the typical lifetime of nodes in the network. Instead of
passing the query to every node, queries are only passed along to the highest degree
nodes. The IP numbers of the nodes already queried are appended to the query, and
they are avoided.
The modified algorithm places an additional cost on every node, that of keeping
track of the filenames of its neighbors’ files. Since network connections saturated by
query traffic are a major weakness in Gnutella, and since computational and storage
resources are likely to remain much less expensive than bandwidth, such a tradeoff
is readily made. However, now instead of every node having to handle every query,
queries are routed only through high connectivity nodes. Since nodes can select
1

This idea has already been implemented by Clip2 in a limited way. 56k modem nodes attach
to a high bandwidth Reflector [17] node which stores the filenames of the 56k nodes and handles
queries on their behalf.
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the number of connections that they allow, high degree nodes are presumably high
bandwidth nodes that can handle the query traffic. The network has in effect created
local directories valid within a two link radius. It is resilient to attack because of the
lack of a central server. As is true for power-law networks in general [9], the network
is more resilient than random graphs to random node failure, but less resilient to
attacks on the high degree nodes.
Figure 3.14 shows the success of the high degree seeking algorithm on the Gnutella
network. We simulated the search algorithm on a crawl by Clip2 of the actual Gnutella
network of approximately 700 nodes. Assuming that every file is stored on only one
node, 50% of the files can be found in 8 steps or less. Furthermore, if the file one is
seeking is present on multiple nodes, the search will be even faster.
To summarize, the power-law nature of the Gnutella graph means that these search
algorithms can be effective. As the number of nodes increases, the (already small)
number of nodes that will need to be queried increases sub-linearly. As long as the
high degree nodes are able to carry the traffic, the Gnutella network’s performance
and scalability may improve by using these search strategies.
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Figure 3.14: Cumulative number of nodes found at each step
in the Gnutella network.
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Navigating social networks

The original intuition which lead us to develop our algorithm was based on experience
in communicating in social networks. We now take a slight detour to return to
this setting and test our algorithms. There are clues that selecting well connected
individuals is a search strategy people commonly use. In the 1960’s Harvard Sociology
Professor Stanley Milgram conducted an experiment: he asked a 160 people in Omaha,
Nebraska, to pass a message to a Stock Broker who lived in Sharon and worked in
Boston, Massachusetts. The participants could pass the message only to people they
knew on a first name basis, and yet the 42 messages that made it to the target required
on average only 6 steps. This result, later dubbed ’six degrees of separation’, is deemed
remarkable when one considers that most of the starting participants were primarily
acquainted with a small number of people in their neighborhoods or workplaces.
Author Malcom Gladwell in his book “The Tipping Point”[30] explains, however,
that the key to ease with which people were able to reach the target is the small
number of extremely well connected individuals:

... in the six degrees of separation, not all degrees are equal. When
Milgram analyzed his experiment, for example, he found that many of the
chains from Omaha to Sharon followed the same asymmetrical pattern.
Twenty-four letters reached the stockbroker at his home in Sharon, and of
those, sixteen were given to him by the same person, a clothing merchant
calls Mr. Jacobs. The balance of letters came to the stockbroker at
his office, and of those the majority came through two other men whom
Milgram calls Mr. Brown and Mr. Jones. In all, half of the responses
that came back to the stockbroker were delivered to him by the same three
people...
Six degrees of separation doesn’t mean that everyone is linked to everyone
else in just six steps. It means that a very small number of people are
linked to everyone else in a few steps, and the rest of us are linked to the
world through those special few.
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Testing the strategy with human subjects was as infeasible for us as it was to
obtain a complete list of connections from a large enough group of people even to
simulate the experiment. Fortunately, the web not only provides us with data about
itself, such as its size and link structure, it also provides an immense amount of
information about people. Specifically, links between personal homepages usually
correspond to social connections in the real world. Appendix C describes a study of
homepage links on the Stanford and MIT web servers. At Stanford there were 1265
homepages with an average distance of 9.2 hops between them and an average of 2.2
links per user, while at MIT there are 1281 users with an average separation of 6.4
hops.
This online glimpse of the real world network represents only a small fraction of all
the real world social interactions. Because the number of available links is so greatly
reduced, the task of passing a message through the network is much more difficult
than it would be in reality. However, we expect that a strategy which successfully
navigates the reduced network should be even faster in an actual social network.
Figure 3.15 shows the link distribution for the graph. It is a very skewed distribution, but not a perfect power-law because it has a downward curvature on a log-log
plot. A power-law fit gives τ = 2.5 as the exponent. Such an exponent is too far
removed from the neighborhood of τ = 2 found suitable for search in Sections 3.2 and
3.3. The exponent τ = 2.5 does not allow for very high degree nodes which would
normally facilitate search. The absence of very high degree nodes also means that the
search may have to visit low degree nodes before finding the next high degree node,
i.e. following the degree sequence is not possible.
Nevertheless, we tested several strategies to simulate a participant receiving a
message and being asked to pass it on to a target. In the first three tests the message
contained no information about the target other than the name. In all tests the
participants can pass the message only to one of their nearest neighbors and they
sign their name at the bottom of the message as it passes through. This allows them
to do a self-avoiding search: if Bob signs his name at the bottom of the message when
he first gets it and the message later finds its way to Jane, Bob’s friend, Jane will see
Bob’s name appended to the message and will avoid if possible the redundant step of
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Figure 3.15: Proportion of nodes in the Stanford social web that have k links

passing the message back to Bob.
The strategies were the following:
1. A self-avoiding random walk where each person knows only about his/her nearest neighbors and has no additional information about the target.
2. As in 1 but the highest degree unvisited neighbor is chosen at each step. This
intends to simulate people passing the message on to those of their friends they
consider particularly social or well-connected.
3. As in 2, but each person knows not only his nearest neighbors, but also those
neighbors’ neighbors. This is intended to simulate friends knowing about their
friends’ friends without necessarily being friends with them themselves.
4. As in 2 but the neighbor most similar to the target is chosen at each step.
5. As in 3 but the neighbor whose neighbors are most similar to the target is
chosen.
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Figure 3.16: The cumulative number of nodes seen at each step
taken in a walk on the Stanford social network. The strategies for
the walk differ in how many nodes ahead one can look, whether one
seeks high degree nodes and whether one uses information about
the target.

Figure 3.16 shows strategy 3 to be superior to strategy 2 to be superior to strategy
1. That is, seeking high degree nodes is helpful as is the knowledge of one’s neighbor’s
neighbors.
Strategies 4 and 5 attempted to simulate the message passing simulation a bit
more realistically by including some information about the target. For example, one
might want to pass a message on to Lisa on the tennis team, or Dave in the physics
department. This adds a sense of orientation to the search. The target information
we used were terms extracted from the user’s homepage. The information gathered
was limited and varied substantially in quantity and quality from user to user. To
use the information, a node compares all its neighbors to the target and passes the
message on to the neighbor which is most like the target. Let Sab be the set of items
in common between people a and b, and f (s) be the total number of people which
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have item s. Then the similarity L(a, b) between nodes a and b is given by
L(a, b) =

X

1
sSab ln[f (s)]

(3.29)

As is evident from Figure 3.16, using target information significantly speeds up
the search, but does not come close to the ideal of finding the shortest paths. A
random walk which looked at first degree neighbors found about 50% of the nodes in
350 steps or less, while the 2nd neighbor algorithm using target information required
about 60 steps or less for the same task. Although the latter is a big improvement
over the former, both search costs are a far cry from the 9.2 hops the two nodes are
actually separated by on average.
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Figure 3.17: Average likeness score vs. distance between pairs
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Figures 3.17 and 3.18 give us a clue as to why the effectiveness of orienting oneself
using information about the target is limited. The information we have about users
is very sparse, because many homepages have limited and uninformative content.
Even among users who directly link to each other, 20% share no common items.
Furthermore, the limited scent we have about where a user might be in the graph
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Figure 3.18: Bar chart of likeness scores of pairs of people at given distances

reaches only to that users’ neighbors’ neighbors, which makes sense considering that
we usually don’t have much in common with our friends’ friends’ friends. In effect,
when the message is far from the intended recipient, it is hard to use proximal clues
to hone in on the target.
It is likely that people performing a message passing task would be better able
to utilize information about the target. They have far more information available
about their friends than the friends place on their homepages. They can also better
relate information about the target with information they have on their friends. They
might know that their biologist friend is more likely than their artist friend to know
a target who is a chemist. Our computer algorithm on the other hand treats both
terms equally.
As we mentioned at the onset, real social networks should also perform better
because number of links is at least an order of magnitude greater, and the power-law
exponent is approximately 2.1 (as evidenced by the AT&T call graph), much more
favorable for search. The same experiment run on the MIT collection of homepages,
where the average number of links per user is slightly higher, at 2.94 links, while the
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power-law exponent is slightly lower at τ = 2.4, already produces much better results.
The number of cumulative nodes found in a search of the MIT graph is plotted in
Figure 3.19 against the same search strategies in the Stanford network. It shows that
searching with and without target information at MIT outperforms either strategy at
Stanford, requiring about 25 and 35 steps respectively to find 50% of the network .
Hence a small shift in the link distribution parameters towards the optimum creates
a significant savings in search cost.
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Figure 3.19: Comparison of the search costs for the Stanford
and MIT homepage networks

Although crippled by the sparse number of links and unfavorable scaling exponents
in the homepage networks, our message passing algorithms nevertheless demonstrated
the benefit of utilizing high degree nodes (hubs) and information about the target in
a social setting.

3.7

Conclusion

In this chapter we have shown that local search strategies in power-law graphs have
search costs which scale sub-linearly with the size of the graph, a fact that makes
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them very appealing when dealing with large networks. The most favorable scaling
was obtained by using strategies which preferentially utilize the high connectivity
nodes in these power-law networks. We also established the utility of these strategies
for searching on the Gnutella peer-to-peer network.
It may not be coincidental that several large networks are structured in a way that
naturally facilitates search. Rather, we find it likely that these networks could have
evolved to facilitate search and information distribution. Networks where locating
and distributing information, without perfect global information, plays a vital role
tend to be power-law with exponents favorable to local search.
For example, large social networks, such as the AT&T call graph and the collaboration graph of film actors [13], have exponents in the range (τ = 2.1 − 2.3) which
according to our analysis makes them especially suitable for searching using our simple, local algorithms. Being able to reach remote nodes by following intermediate
links allows communication systems and people to get to the resources they need
and distribute information within these informal networks. At the social level, our
analysis supports the hypothesis that highly connected individuals do a great deal to
improve the effectiveness of social networks in terms of access to relevant resources
[30].
Furthermore, it has been shown that the Internet backbone has a power-law distribution with exponent values between 2.15 and 2.2 [24], and web site hyperlinks
have an exponent of 2.1 as demonstrated in Chapter 2. While in the Internet there
are other strategies for finding nodes, such as routing tables and search engines, one
observes that our proposed strategy is partially used in these systems as well. Packets
are routed through highly connected nodes, and users searching for information on
the Web turn to highly connected nodes, such as directories and search engines, which
can bring them to their desired destinations.
On the other hand, a system such as the power grid of the western United States,
which does not serve as a message passing network, has an exponential degree distribution [10]. It would be fairly difficult to pass messages in such a network without
knowing the target’s location.

Chapter 4
The Small World Web
In a graph with a ”small world” topology, nodes are highly clustered yet the path length
between them is small. Among small world networks which have already been identified are
the collaboration graph of actors in feature films, the neural network of the nematode worm
C. elegans, and the electrical grid of the western United States. In this chapter we show that
the World Wide Web is a small world as well, in that the largest connected component of
sites forms a small world network. We demonstrate the advantages of a search engine which
makes use of the fact that pages corresponding to a particular search query can form small
world networks. In a further application, the search engine uses the small-worldness of its
search results to measure the connectedness between communities on the Web. Finally, the
small world characteristics make it particularly easy to cluster documents based on their
link distance.

4.1

Introduction

Graphs found in many biological and man-made systems are “small world” networks,
which are highly clustered, but the minimum distance between any two randomly
chosen nodes in the graph is short. By comparison, random graphs are not clustered and have short distances, while regular lattices tend to be clustered and have
long distances. Watts and Strogatz have demonstrated that a regular lattice can be
transformed into a small world network by making a small fraction of the connections
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random [67].
Transitioning from a regular lattice to a small world topology can strongly affect
the properties of the graph. For example, a small fraction of random links added to
a regular lattice allows disease to spread much more rapidly across the graph. An
iterated multi-player prisoner’s dilemma game is less likely to lead to cooperation
if the connections between the players form a small world network rather than a
regular lattice [67]. Costs for search problems such as graph coloring have heavier
tails for small world graphs as opposed to random graphs, calling for different solving
strategies [66].
So far, several man made and naturally occurring networks have been identified
as small world graphs. The power grid of the western US, the collaboration graph
of film actors, and the neural network of the worm Caenorhabditis elegans, the only
completely mapped neural network, have all been shown to have small world topologies. In the case of the graph of film actors, the distance between any two actors
is found as follows: if the two have acted together, their minimum distance is one.
If they have not co-starred together, but have both co-starred with the same actor,
their distance is two, etc.
As we discussed in Chapter 3, the concept of small worlds first arose in the context
of social networks among people [54]. It has been estimated that no more than 10
or 12 links are required to go from any person to any other person on the planet via
the relationship “knows,” where “knows” could be defined as “can recognize and be
recognized by face and name.” The fact that relationships between individuals tend to
form small world networks has been captured in several popular games. For example,
in the game ’Six Degrees of Kevin Bacon’, one attempts to find the shortest path from
any actor to Kevin Bacon. Because the graph of film actors is a small world, it is
difficult to find any actor with a degree of separation greater than 4 with actor Kevin
Bacon. There is also the Erdös number for scientists. If a scientist has published an
article with the famous Hungarian mathematician Erdös, their number is 1, if they’ve
published with someone who’s published with Erdös, their number is 2. The small
values of Bacon and Erdös numbers found in these games may come as a surprise,
when one considers that actors and mathematicians predominantly collaborate with
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others in the same film genre or field of study.
In the following sections we will show that another man-made network, the World
Wide Web, has a small world topology as well. Web sites tend to be clustered,
yet at the same time only a few links separate any one site from any other. This
topology has implications for the way users surf the Web and the ease with which
they gather information. The link structure additionally provides information about
the underlying relationship between people, their interests, and communities. We
demonstrate the advantages of a search engine which makes use of the fact that
pages corresponding to a particular search query can form small world networks. In
a further application, the search engine uses the small-worldness of its search results
to measure the connectedness between communities on the Web.

4.2

Finding small world properties in the Web

Watts and Strogatz [67] define the following properties of a small world graph:
1. The clustering coefficient C is much larger than that of a random graph with
the same number of vertices and average number of edges per vertex.
2. The characteristic pathlength L is almost as small as L for the corresponding
random graph.
C is defined as follows: If a vertex v has kv neighbors, then at most kv ∗ (kv − 1)
directed edges can exist between them. Let Cv denote the fraction of these allowable
edges that actually exist. Then C is the average over all v.
The first graph considered was the Web at the site level. Site A has a directed
edge to site B, if any of the pages within A point to any page within site B. The
data set used was extracted by Jim Pitkow at Xerox PARC from an Alexa crawl
made in 1997. It contains 50 million pages and 259,794 sites. Initially all links were
considered to be undirected. From the 259,794 sites in the data set, the nodes with no
links pointing to any other site were removed, leaving 153,127 sites. An estimate of
L was formed by averaging the paths in breadth first search trees over approximately
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Figure 4.1: Frequency of minimum path between sites treating
links as undirected. A path length of -1 indicates that there
is no path between the site pair.

60,000 root nodes. 84.5% of the paths were realiszable, the rest were labeled with -1.
The resulting histogram is shown in Figure 4.1.
L was small, a mere 3.1 hops on average between any two connected sites. C was
0.1078, compared to 2.3E-4 for a random graph with the same number of nodes and
edges.
Next, directed links were considered. This was a more natural interpretation of
navigation between sites, since a user cannot move in the reverse direction on links
using a standard browser. The largest strongly connected component (SCC), i.e.
the largest subset of nodes such that any node within it can be reached from any
other node following directed links, contained 64,826 sites. In order to sample the
distribution of distances between nodes, breadth first search trees were formed from
a fraction of the nodes. The corresponding histogram is shown in Figure 4.2.
L was slightly higher at 4.228 because the number of choices in paths is reduced
when edges are no longer bi-directional. C was 0.081 compared to 1.05E-3 for a
random graph with the same number of nodes and edges. In short, even though sites
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Figure 4.2: Frequency of minimum path lengths along directed links between sites in the largest strongly connected
component.

are highly clustered locally, one can still hop among 65,000 sites following on average
only 4.2 between-site links (note that there might be additional hops within sites that
are not counted in this framework). There is indeed a small world network of sites.
In order to have a more accurate comparison between the small world networks for
sites, and the corresponding random graphs, the subset of .edu sites was considered.
Because the .edu subset is significantly smaller, distances between every node could
be computed. Of the 11,000 .edu sites, 3,456 formed the largest SCC. C and L were
computed for a generated random graph with the same number of nodes and directed
edges. A comparison between the distributions of path lengths is shown in Figure
4.3.
L for the .edu graph was 4.062, similar to that of sites overall. This was remarkably
close to L of the random graph : 4.048. At the same time C was much higher : 0.156
vs. 0.0012 for the random graph. The semi log plot in Figure 4.4 shows the difference
in the tails of the two shortest paths histograms. While L is almost the same for both
graphs, long paths (of up to 13) occur for the .edu site graph. For the corresponding
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Figure 4.3: Frequency of directed minimum path lengths between .edu sites compared to a random graph with the same
number of nodes and edges.

random graph the maximum path is 8 and long paths are unlikely. While the average
shortest path was almost identical, the small world network distinguishes itself by
having a few unusually longs paths as well as a much larger clustering coefficient.
In summary, the largest SCCs of both sites in general and the subset of .edu sites
are small world networks with small average minimum distances.

4.3

A smarter search engine using small world
properties

4.3.1

Introduction

The above analysis showed that at the site level the Web exhibits structure while staying interconnected. One would expect a similar behavior at the page level. Related
documents tend to link to one another while containing shortcut links to documents
with different content. This small world link structure of pages can be used to return
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Figure 4.4: Semilog plot of the frequency of minimum directed
path lengths within the .edu site graph compared to a random
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more relevant documents to a query.
Links are interpreted as a citations of one document by another. Citations have
been used to evaluate the impact of journals and authors [27, 28]. Here they are
used to identify quality web pages. Starting from the assumption that a good Web
document references other good documents of similar content, one would expect that
there exist groups of pages of similar content which refer to one another. The quality
of these pages is guaranteed by the recommendations implicit in the links among them.
Such groups can be extracted from results matching a particular query. Within each
group there are documents which are good “centers”, that is, the distance from them
to any other document within the group is on average a minimum. Centers tend to
be index pages, and hence constitute good starting points for exploration of related
query results.
An application of these ideas was built around webbase, a repository of Web pages
crawled by Google 1 at Stanford in the first half on 1998. For any given search string,
webbase returns queries ranked by a combination of their text match score and their
1

http://www.google.com
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PageRank[52], which is based on the links to the document. Webbase also provides
link information for each page.

4.3.2

Outline of the application

1. Query webbase for documents corresponding to a particular search string.
2. Identify all SCCs within the search results.
3. Identify the largest SCC.
4. Calculate L from each node in the largest SCC to find the best center.
5. Form a minimum spanning tree via breadth first search from the best center (a
graphical interface could guide the user down the tree).
6. Compute C for the largest SCC.

4.3.3

Observations

SCCs usually contain pages belonging to the same site, because pages within a site are
more likely to be linked to one another than pages across sites. A preference should
be given to SCCs spanning the most sites, because links across sites are stronger
recommendations than links within a single site. SCCs containing the same number
of sites are ordered by the number of documents they contain. A large number
of interconnected documents implies a degree of organization and good coverage of
the query terms. Rather than presenting a list of documents that contains many
sequential entries from the same site, the search engine can present just the center
from each SCC. By sorting the centers by the size of their SCCs, one can present
the user with the maximum span of the search space with the minimum number of
entries. Given a good starting point, the users can explore the SCCs on their own.
Informal observation suggests that pages which do not belong to any large SCC
tend to focus on either a narrow topic, don’t have many outlinks, or don’t have many
pages referencing them (which implies that they are probably not as informative).
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When centers are sorted by the size of their SCCs, these documents will be listed
last. One further observes that the SCCs that span several sites tend to contain the
main relevant pages, and are rich in “hubs”, or pages that contain links to many good
pages. The algorithm will present these at the top of the list.

4.3.4

An example

A good example of how extracting SCCs and finding good centers can expedite a
search, is in the query for ”java”. Webbase returned 311 documents. The largest SCC
contained 144 pages ranging over 28 sites, with the vast majority of pages belonging
to java.sun.com/.
If we look at the top 10 centers (see Table 4.1) among the 144 pages in the
largest SCC, we see that they are compilations of links to java resources on the
Web. Such pages are obvious good starting points. Since they are contained in the
SCC, they must be linked to by at least one other page, which means that this list
has been evaluated and deemed useful by at least one other source. Pages which
are compilations of links tend to be subdivided into topics, and have brief human
evaluations or summaries of the pages linked to. If a search engine is able to present
the user with such man made sources of links, it could potentially save itself the
trouble of ranking, clustering, or otherwise evaluating documents matching the search
string.
It is interesting to note that this procedure might not allow the search engine to return the best resource immediately, but with high probability the best resource is only
one step away. For example, java.sun.com is not in the top 5 centers, but all 5 centers
link to it. One of the top five documents returned by webbase, www.gamelan.com
does not appear in the SCC. It has many back links, but no forward links, and hence
is disconnected from the other pages. Still, 4 of the top 5 centers belonging to the
SCC listed in Table 4.1 reference Gamelan, so that, again, this important site is just
a click away from the center.
What if, on the other hand, one were interested in just the best single page on
java? Then one could look for the page that has a minimum average distance to it

4.3. A smarter search engine using small world
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Table 4.1: Top 10 centers for the LSCC for the search string ”java”
dav
URL & Title
2.47 http://www.infospheres.caltech.edu/resources/java.html
Infospheres - Java Resources
2.49 http://www.apl.jhu.edu/ hall/java/
Java Programming Resources: Java, Java and More Java.
2.70 http://sunsite.unc.edu/javafaq/links.html
Java Links
2.74 http://www.cat.syr.edu/3Si/Java/Links.html
3Si - Java Resources
2.78 http://www.december.com/works/java/info.html
Presenting Java: Information Sources
2.80 http://www.javaworld.com/javaworld/common/jw-jumps.html
JavaWorld - Java Jumps
2.93 http://java.sun.com/aboutJava/jug/
Java(TM) User’s Groups Info Page
3.01 http://javaboutique.internet.com/javafaqs.html
The Java(TM) Boutique: Java FAQs
3.04 http://sunsite.unc.edu/javafaq/
Cafe au Lait Java FAQs, News, and Resources
3.15 http://java.sun.com/
The Source for Java(TM) Technology
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Table 4.2: Top 10 attractors of the largest SCC for the search string ”java”
da v

URL & Title

1.91 http://java.sun.com/
The Source for Java(TM) Technology
2.30 http://java.sun.com/products/
Products & APIs
2.31 http://java.sun.com/applets/
Applets
2.33 http://java.sun.com/nav/used/
Java(TM) Technology in the Real World
2.35 http://java.sun.com/docs/
Documentation
2.35 http://java.sun.com/nav/developer/
For Developers
2.53 http://java.sun.com:81/
Java Home Page
2.64 http://java.sun.com/sfaq/
Frequently Asked Questions
2.67 http://java.sun.com/javaone/
JavaOne Home
2.74 http://java.sun.com/products/activator/
Java Development

from any other page in the SCC. As Table 4.2 shows, java.sun.com comes out on top,
as do other good “authorities” - pages which are good single sources of information.
Rather than revealing good starting points to explore the topic, this approach brings
the user directly to the most authoritative pages on the subject. Just as once it was
said that all roads lead to Rome, so it can be said that all links lead to the most
important pages.
In summary, in the “java” search string example, the largest SCC is a group of
high quality resources spanning several sites. Pages with lowest average distance to
any other page within the largest SCC are good hubs, i.e. pages with many links to
good sources. Pages with lowest average distance to them from any other page in the
largest SCC tend to be good sources of information, or “authorities” on java.
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Comparison with the hits search algorithm

Hubs and authorities can also be found with the hypertext-induced topic search algorithm (HITS) [42]. We can qualitatively compare the small world (SW) and HITS
algorithms through the hub and authority lists they return for sample queries.
A good HITS authority is a page that is pointed to by many good hubs, and a
good hub is a page that points to many good authorities. The HITS algorithm starts
with a set of pages which match a given query. The set is then expanded to include
all the pages pointing to or being pointed at by the initial set. All the documents in
the set are given equal hub and authority scores, x and y . Let A be the adjacency
matrix for the set of pages. We iterate the following set of steps until the hub and
authority scores converge:
• Authority score of each page is the sum of the hub scores of the pages which
point to it, i.e. x ← AT y.
• Hub score of each page is the sum of the authority scores of the pages it points
to, i.e. y ← Ax.
• Both x and y are normalized
The vector x converges to the principal eigenvector of AT A, while y converges to
the principal eigenvector of AAT .
At the time the comparison was made, the webbase database was no longer available. Instead of forming our page sets from expanded query results and their expansions, we chose two websites, the official Foster City site with 377 pages in the LSCC
and the Xerox PARC site with 762 pages in the LSCC. Both consisted of heavily
interlinked pages sharing a common organization.
As shown in Tables 4.3 and 4.4, the most authoritative pages at the Foster City
website are also the ones which can most quickly be reached from any other page
within the entire site. This supports the intuition that an important location, such as
Rome, should have many if not all paths leading to it. In fact, top ten authorities in
Table 4.3 are identical to the top ten to centers in Table 4.4. Tables 4.5 and 4.6 share
five of the top ten entries, again yielding similar results. The difference in results
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score
0.327
0.326
0.325
0.324
0.320
0.310
0.304
0.299
0.275
0.228

Table 4.3: HITS
URL
/index.htm
/contents/index.htm
/parks/index.htm
/maps/index.htm
/fcupdate/index.htm
/employ/index.htm
/parents/index.htm
/pubworks/index.htm
/council/index.htm
/faq/index.htm

authorities in the Foster City website
Title
The City of Foster City
The City of Foster City - Web Site Index
Parks and Recreation
City Maps
Foster City Update
Employment Opportunities
City Parenting Site
Public Works
City Council and Resident Advisory Committees
Frequently Asked Questions

score
0.997
0.997
1.011
1.013
1.027
1.059
1.088
1.105
1.182
1.308

Table 4.4: To
URL
/contents/index.htm
/index.htm
/parks/index.htm
/maps/index.htm
/fcupdate/index.htm
/employ/index.htm
/parents/index.htm
/pubworks/index.htm
/council/index.htm
/faq/index.htm

centers in the Foster City website
Title
The City of Foster City - Web Site Index
The City of Foster City
Parks and Recreation
City Maps
Foster City Update
Employment Opportunities
City Parenting Site
Public Works
City Council and Resident Advisory Committees
Frequently Asked Questions
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score
0.155
0.103
0.093
0.092
0.089
0.085
0.085
0.084
0.084
0.084

Table 4.5: HITS hubs in the
URL
/contents/index.htm
/council/councilcorner.htm
/parks/cityparks.htm
/index.htm
/commdev/planning.htm
/fire/eprep/index.htm
/commdev/plan code/planning.htm
/info/animal.htm
/fire/prevention/residentinfo.htm
/pubworks/utilities.htm

dout
2.241
2.772
2.775
2.834
2.861
2.866
2.869
2.882
2.887
2.893

Table 4.6: From centers
URL
/contents/index.htm
/index.htm
/council/councilcorner.htm
/council/city.htm
/commdev/planning.htm
/parks/recvehicles.htm
/council/committee.htm
/commdev/archreview.htm
/info/library.htm
/commdev/building.htm
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Foster City website
Title
The City of Foster City -Web Site Index
Foster City Council Corner
Foster City Parks
The City of Foster City
Planning / Code Enforcement
Emergency Preparedness
Planning Code Enforcement
Animal Pet Information
Fire Prevention Information
Utilities (Water, Sewer, Electric, Gas)

in the Foster City website
Title
The City of Foster City - Web Site Index
The City of Foster City
Foster City Council Corner
City Council
Planning / Code Enforcement
Boats and Recreational Vehicles
Foster City Citizen Advisory Committees
Architectural Review Permits
Foster City Library
Building Division
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most likely stems from the fact that the SW algorithm requires that the distance to
all pages be a minimum, while the HITS algorithm encourages links to a few good
authorities.
The same procedure on the Xerox PARC website showed similar results. Top
ranked results for both algorithms had considerable overlap, but showed separate
tendencies. The HITS algorithm was drawn to overrepresent pages of a particular
project which link heavily to one another and so reinforce their hub and authority
scores independently of the rest of the PARC website. A correction proposed by
Kleinberg [42] for searches which span the entire Web is to exclude links internal
to sites. Another alternative is to look at 2nd and 3rd principal eigenvectors which
sometimes represent different subtopics. The SW algorithm on the other hand reliably
gave a good list of pages which are best starting points for the entire site, but didn’t
produce good starting pages for different sections of the site separately. This can be
corrected by clustering documents first, and then finding the best start page for each
cluster.

4.4

Application to community discovery

The small world topology can facilitate navigation and extraction of useful information, but it can also give clues to the structure of communities from the link structure
of the documents they create. The Web today represents a wide range of human
interests. Some sites are devoted entirely to a single interest or cause. Others, such
as Yahoo, have clubs or chat rooms where people can meet and share their ideas
on particular topics. Many people document their interests and affiliations in their
personal home pages. Therefore exploring the link structure of documents which belong to a particular topic could reveal the underlying relationship between people and
organizations.
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To see what insight one could gain from identifying strongly connected components and average shortest paths, three search strings were issued to the search engine application outlined above: “abortion - pro choice”2 , “abortion - pro life”3 , and
“UFO”4 .
Although the pro choice results contained several sites devoted entirely to the issue,
such as www.choice.org, www.cais.com, www.abortion.com, and www.prochoice.com,
these sites did not appear to be linked to one another (i.e. there was no strongly connected component containing pages from more than one site). In fact, the largest
strongly connected component was a group of pro life pages which had mentioned
”pro choice” in their content.
On the other hand, the pro life query results had a pro life strongly connected
component of 41 pages, which spanned 16 sites. One could conclude that pro lifers
not only have a stronger Web presence (804 vs. 645 documents returned for the two
queries), but that the pro life community is more tightly knit, and possibly better
organized.
The results of the UFO query contained a largest connected component of 95
pages, spanning 21 sites. Apparently there is a lot of interest in UFOs and UFO
enthusiasts are interested in other’s sightings and speculations.
The largest strongly connected components for all three queries had a high clustering coefficient and a small average shortest path, showing that groups of people
with common interests are linked to one another via a small world network on the
Web.
How does this tie into marketing? Suppose one were interested in informing others
of upcoming legislation regarding abortion. For example, a while back one could have
either opposed or supported the partial birth abortion ban bill and wanted to start a
red ribbon campaign. A ribbon placed on any site acts as a link to the main campaign
site. The main site provides information about the campaign and allows others to
download and include ribbons in their own sites. One could place one red ribbon in
support of the bill in the middle of the pro life strongly connected sites and expect
2

Data can be viewed at http://www.ladamic.com/data/pccenters.htm.
Data can be viewed at http://www.ladamic.com/data/plcenters.htm.
4
Data can be viewed at http://www.ladamic.com/data/ufocenters.htm.
3
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the ribbon to find its way to other pro life sites. On the other hand, if one wanted
to start a black ribbon campaign in opposition to the bill, one would have to drop
a black ribbon at several pro choice sites, because one would not expect the ribbon
to propagate on its own. In general, one could reach a large community of people by
placing an ad on a central page of an SCC. If the community is represented on the
Web by many small SCCs, the advertiser would need to place ads in many SCCs, in
order to ensure reaching as much of the target audience as possible.

4.5

Application to clustering

We saw in Section 4.3.4 that breaking up search results into strongly connected components and their leaf nodes provides a good method of clustering. Section 4.3.5
showed, however, that if one wants to cluster entire websites which tend to contain
giant connected components, connectedness is not a stringent enough requirement for
fragmenting the set of documents.
Intuitively, one can argue that documents with shared content are usually separated by very few links, with the similarity of the documents falling off as the distance
increases (the presence of this effect for personal homepages was studied in Section
3.6). Hence, we would like to place documents which are a small link distance apart
in the same cluster, but documents which are separated by many links in separate
clusters. To this end we modified our algorithm for finding strongly connected components as follows:
1. Using breadth first search with a cutoff n, break up documents into components
such that within each component pages are a maximum of n links away. This
procedure results disjoint clusters.
2. Optionally attach documents to each cluster which are linked to and which link
back to the cluster. Also attach documents which are linked to but which do
not belong to any other cluster. This procedure results overlapping clusters.
The clustering algorithm worked very well for the Xerox PARC website. It produced separate clusters for the different labs, projects and activities. Among them
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were 137 documents in the /forum/ area of the site which describes the weekly public
seminar held at PARC. The clustering was also able to put together related projects
which spanned different labs. The computer sciences laboratory (CSL) and systems
and practices laboratory (SPL) were involved in a number of related projects: OI
(open implementation), MOPS (meta-object protocols), ECA (embedden computation) and AOP (aspect-oriented programming). The algorithm was able to place all of
these projects pages (174 in total), along with the personal homepages of the individuals involved, into a single cluster. Clustering based on the URL of the documents
would not have produced this result since the projects were described in separate
areas of the website.
Table 4.7 shows another example of the clustering algorithm placing pages corresponding to a particular lab area together with the homepages of the individuals in
that area. We even find that the “digital video analysis area” is related to the “image
understanding area”, something which could not be discerned from the URL names
alone.

The above examples show how the fundamental clustering property of small world
networks can be used to develop a simple clustering algorithm for Web documents.
Documents can be separated into groups such that every document within a group is
no more than a given number of links away from any other document in the group.
Since related pages in small world networks are separated by no more than a few links,
this clustering algorithm produces cohesive clusters of similar content documents.

4.6

Conclusions

We have shown that the largest strongly connected component of the graph of sites
on the Web is a small world. The graph of all sites and of the .edu subset has an
average minimum distance between nodes that is close to that of a random graph
with the same number of nodes and edges. At the same time both sets of sites
are highly clustered. These two properties make the Web a small world, at least at
the site level. We have developed a prototype of a search engine application that
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Table 4.7: Clustering for the ”digital video analysis area”
/diva/default.html
digital video analysis area, xerox parc
/diva/divaresearch.html
diva: research projects
/diva/interpretation.html
diva: research projects
/diva/index.html
digital video analysis area, xerox parc
/diva/divaotherlinks.html
diva: related links
/diva/grouppics.html
diva: research projects
/rucklidg/index.html
xerox parc - william rucklidge
/fleet/default.html
david fleet’s parc home page
/black/index.html
michael j. black
/rruth/index.html
ruth rosenholtz
/diva/matter.html
diva: research projects
/diva/divapublications.html diva: publications
/diva/divacontact.html
diva: contact information
/diva/laura.html
laura goulart
/diva/join.html
diva: research projects
/diva/divapeople.html
diva: people
/iua/default.html
parc image understanding area
...
...

can take advantage of the small world networks present in documents corresponding
to particular queries. In the example of the “java” search string, the application
could present the user with documents which are good starting points for exploring
a maximum number of quality sites within a minimum distance, or it could cut to
the chase and return the highest quality documents directly. We have further used
the application to draw inferences about the connectedness of several communities
of people that are represented on the Web, which may influence advertising strategy.
Finally, we have used our intuition about the clustering property of small worlds to
develop a simple and reliable clustering algorithm.

Chapter 5
Probing the Web Structure
The study of diffusion properties on the Web lends insight into the underlying structure.
By measuring the autocorrelation function in addition to the properties studied in Chapters
2 and 4, we are able to better compare synthetically generated graphs with the Web itself.
We find that neither the Watts/Strogratz small world graphs nor random power-law graphs
reproduce the correct autocorrelation function, but a model which incorporates both the
scale free nature of the vertex distribution and clustering gives the same characteristic
autocorrelation function as the Web.

5.1

Introduction

In the previous chapters we studied several graph properties of the World Wide Web.
Chapter 2 studied the power-law distribution and proposed a generative model of
the vertex degrees in the Web, while chapter 4 included additional features, such as
small average shortest paths and clustering. These features help us to characterize
the networks, as well as to test proposed models of the underlying generative processes. However, it is possible for networks to have similar vertex degrees or average
shortest paths and yet have widely different structure. For example, both scientific
citation networks [58] and metabolic networks [65] were found to have power-law degree distributions and a high degree of clustering. But while the citation network has
a tree-like structure, with newer articles linking to previous ones, metabolic networks
81
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contain many cycles: the product of metabolic reaction A reenters another reaction
B that then feeds directly or indirectly back into reaction A. One therefore needs a
method for distinguishing tree-like structures from cyclical ones. Simulating a diffusion process on the graph is one such method which has been used in concurrent work
[15] to study the structural differences of citation and metabolic networks.
In our study we applied diffusion processes to the Web connectivity graph to
deepen our understanding of its structure. Our diffusion process is nothing more
than a random walk on the graph where every vertex represents a site and every edge
represents a hyperlink between the two sites. A random walker steps from vertex to
vertex by choosing edges at random (the probability of choosing each edge may or
may not be equal).
The term ’random walk’ was coined by Pearsen in 1905 [53] when he was studying
the random migration of mosquitos, in particular the rate at which they invade cleared
areas of junge. The problem has been tackled under a different name in the study
of sound by Rayleigh in 1880 [57]. Since then random walks have found numerous
applications, including equillibrium statistical mechanics [19], luminescence in crystals
[59], and polymer chains [44].
One can ask several questions about the random walk. How long will it take the
walker to wander a given distance away from the starting point? What is the expected probability that the walker will return to the starting point? How many times
will each point be visited? The property we are interested in is the autocorrelation
function or the probability of being at the origin at a later time.
In addition to giving us yet another measure on the Web graph, diffusion processes
also give us insight as to how users might behave on the Web. Of course, unlike a
hypothetical random walker who moves indefinitely from node to node, users leave
sites and restart their search at a random location after a certain number of steps.
The total length of the walk is distributed according to the inverse gaussian [48].
The Google search engine simulates such a modified diffusion process on the Web
graph to rank its search results. The more frequently a web page is visited in a
random walk, the higher its score. The justification for the ranking is that web
users surfing the Web by following links would naturally be concentrated on pages

5.2. Diffusion on graphs

83

which receive many links. Each link acts as a recommendation by pointing users to
particular sites. However, in a directed graph such as the Web, it is not just the
number of recommendations or links which plays a role. The importance of site or
recommender giving the link is a factor as well. A node such as the main Yahoo
page receives many links and therefore a lot of traffic as well, which it can then direct
onto the sites it recommends via links. If it links to only 10 other pages, the Google
algorithm sends one tenth of the traffic from Yahoo to each of the ten pages. In an
undirected graph, however, the origin of the link is unimportant. The walker steps
freely back and forth along each link. At equilibrium, the fraction of time spent at a
node is simply proportional to the number of links the node has.
As we mentioned before, real people don’t click on links indefinitely. The Google
algorithm incorporates this fact by allowing the random surfer to make a random
jump to any node in the graph with uniform probability every tenth step. This
prevents the surfer from being trapped in cycles within a cluster of pages which link
to one another, but which have very few links out of the cluster. Since the Google
algorithm ranks pages by the amount of time spent on the page in a random walk, in
absence of random jumps, such clusters would get unusually high scores by trapping
the random surfers for long periods of time.
Google’s random steps facilitate diffusion of the random walker over the entire
Web. This is important for the convergence of the algorithm and is suitable for the
purpose of obtaining an overall ranking for each page. On the other hand, to obtain a
clear picture of the dynamics on the graph strucutre, one should study precisely how
fast a random walker diffuses without the aid of random jumps. The rate of diffusion
will reveal the degree to which the sites are clustered.

5.2

Diffusion on graphs

We formulate the dynamics of the random walk on a graph through its diffusion
equation:

∂
Kg (x, x0 , t) = ∆g Kg (x, x0 , t)
∂t

(5.1)
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where t is the diffusion time, ∆g is the Laplace operator in the metric g and ug (x, x0 , t)
is the probability density after a time t, given that the random walker was at x0 at
time t = 0.
Consider a random walk on a simple 1D infinite graph. Nodes are placed along a
line, and every node connects to its two nearest neighbors. The random walk can then
take a step to the left or right with equal probability. To calculate the autocorrelation
function ug (x0 , x0 , t), we consider the probability that the number of left and right
steps taken is equal after a given time t. The probability of returning after an odd
number of steps is therefore 0. The probability of returning after an even number of
steps t = 2n is given by
!

2n
1
Kg (x0 , x0 , t) =
(1/2)2n ∼ √ t−1/2
n
2π

(5.2)

where we have used Sterling’s approximation to obtain the last expression.
Equation 5.2 can be extended to a d-dimensional lattice as
Kg (x0 , x0 , t) ∼ t−d/2

(5.3)

with the requirement that Kg (x, x0 , 0) = δ(x, x0 ). If a graph is found to have an
autocorrelation function of the form
Kg (x0 , x0 , t) ∼ t−ds /2

(5.4)

it can be said to have a spectral dimension ds [37]. A spectral dimension is one
derived from dynamical processes on the graph, while a topological dimension may
be constructed from geometrical arguments. Fractals are frequently characterized by
their spectral dimensions.
The scaling in Equation 5.4 does not extend indefinitely for finite graphs. Given a
sufficiently long period of time, the random walk reaches equilibrium, at which point
the autocorrelation function levels off. This means that the random walk is equally
likely to return to the origin at any time greater than the equilibration time with
probability (k/L), L being the total number of links in the graph, and k being the
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number of links leading to the origin.
We computed the autocorrelation function by using the adjacency matrix A, where
Aij


 1
=
 0

: i and j are neighbors
: otherwise

(5.5)

We formulate a discrete version of the Laplace operator ∆g , where the probability
that the random walk transitions from i to j is given by
rij =

Aij
.
Σk Aik

(5.6)

Note that there are no self loops, i.e. the probability of the random walk remaining
at a node is 0. Also, the transition probabilities rij and rji need not be equal, because
the vertex degree varies from one vertex to the next. In the case of directed graphs,
where A is asymmetric, there need not be a way for the random walk to directly
retrace its steps if Aij = 1 but Aji = 0.

5.3

Random walks on the Web

For our experiment, we chose the graph of the largest component of websites, or about
780,000 sites total. We extracted the necessary data from a preprocessed set of page
links. The page links covered pages on 1.5 million sites in an Alexa crawl in 1998.
The graph of page links was too unwieldy for the purpose of performing a random
walk. We reduced the set by considering a walk from one web site to another. We
(somewhat arbitrarily) defined a website to be determined by the text leading up to
the first “/” in the URL of a web page it serves. We severed any leading string of
the form www{[0-9]} because sites with and without a leading www string are usually
identical.
In this compression we had the option of allowing for multiple links between sites.
In such a multigraph, if 5 pages on site A link to site B, while only one page on site
A links to site C, then the random walker is five times more likely to step from A to
B than from A to C. We also performed a random walk on the graph in which all
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Figure 5.1: Ensemble average autocorrelation function for the
Web site graph, with single and multiple links.

edges were weighted equally.
The autocorrelation function Paa (k) for a single node a can usually be computed
via successive matrix multiplication of the unit vector xa ,
Paa (k) = Rk xa

(5.7)

where xa (i) = 1 if i = a and 0 otherwise, and the entries rij of R are given by Equation
5.6.
Due to loss of numerical precision in the matrix multiplication method in as little
as 100 steps, we opted for an alternate method of computing Paa (k). We performed a
random walk and recorded for each starting node a the times i at which the random
walker returned to a. An estimate of the probability of finding oneself at a again after
k steps is given by

*

Paa (k) = C

X

+

δ(k − (i − j))

(5.8)

i,j

where C is a normalization constant such that

P
k

Paa (k) = 1, and the average is over

many instances of the random walk. We then compute an ensemble average P00 (t)
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over a random sample of starting nodes a.
P00 (k) = C

X

Paa (k)

(5.9)

a

Figure 5.1 shows P00 (k) for two versions of the website link graph, one with multiple links allowed and the other with single links only. The multigraph autocorrelation
function decays slightly more slowly because the random walker has an opportunity
to bounce back and forth between two sites with multiple links to each other many
times before going on to a third site. Note however, that even counting multiple links,
the most common vertex degree is 1. The single degree nodes contribute the most
to the ensemble average, which imples that the overall autocorrelation function will
not be significantly affected by multiple links. Indeed, the spectral dimensions are
similar in both cases, with ds = 4.6 for the singly linked graph and a slightly lower
dimension of 4.2 for the multiply linked graph. The similarity in spectral dimensions
confirms that the inclusion of multiple links does not affect the rate at which the random walker diffuses away from most vertices. These values for the spectral dimension
are close to those of citation graphs, for which ds ≈ 4, indicating that the Web graph
is more treelike than metabolic networks with ds ≈ 3, but not completely devoid of
cycles either.
Asymptotically, the autocorrelation functions level off, which means that the walk
eventually encounters a long range or random link which takes it out of cluster of related pages. After the random walk has left the cluster it has probability proportional
to L−1 of returning to the page, L being the total number of links.

5.4

Generating synthetic small world power-law
topologies

Simulating a random walk on the Web has given us insight into the existing structure
of the Web. Now we would like to extend the usefulness of our findings by way of
matching the autocorrelation function of the Web with proposed methods of generating Web link topologies. We have devised a method to generate graphs which have
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Figure 5.2: Power-law graph with 50
nodes, τ = 2 and links arranged in a
small world topology.

Figure 5.3: Ring layout of a powerlaw graph with 50 nodes, τ = 2, and
randomly arranged links

two known properties of the Web graph: a power-law link distribution, and clustering. The simplest way to introduce clustering in a power-law graph is to arrange the
nodes in a 1D ring topology. Vertices are randomly assigned a degree according to a
power-law distribution. We then link the vertices together, choosing vertices one by
one at random, and linking them to their nearest available neighbor. A neighbor is
unavailable if it has already formed its allotted number of links.
An example of the resulting network topology for a 50 node graph with powerlaw exponent τ = 2 is shown in figure 5.2. For comparison, Figure 5.3 shows a
network with the same power-law link distribution but with the linked pairs chosen
randomly. It is apparent that in the small world power-law topology the linked pairs
are predominantly neighbors, but that occasionally a high degree node must reach
across a third or half the network to satisfy one of its links.
Figures 5.4 and 5.5 show similarly constructed graphs with 10 times the number
of nodes. The same pattern is observed. Compared to the random power-law graph
the vast majority of links are localized along the ring, with a few links extending
across the ring. The same pattern can be seen in Figures 5.6 and 5.7 which show the
adjacency matrices for the clustered and random power-law graphs.
We are now interested in comparing the autocorrelation function for the Web with
the autocorrelation function for this synthetically generated small world power-law
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Figure 5.4: Ring layout of a 500
nodes small world power-law graph
with τ = 2, and nodes preferentially
linking to their closest neighbors.

Figure 5.5: Ring layout of a 500
node power-law graph with τ = 2.1
and the links randomly arranged.

Figure 5.6: Adjacency matrix of
a 500 node small world power-law
graph

Figure 5.7: Adjacency matrix of a
random 500 node power-law graph
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Figure 5.8: Ensemble average autocorrelation function for the Web
site graph, with single and multiple links. The histograms have
been averaged to exponential intervals for the purposes of comparison.

topology. The graphs have similar power-law exponents in the vertex degree distributions, with the synthetic graph having 100,000 nodes vs. the 780,000 nodes of the
Web graph. Figure 5.8 shows a comparison of the two Web autocorrelation functions
with that of a small world power-law graph. The form and spectral dimension of the
functions is similar, with ds = 4.6.
Next we demonstrated that alternative methods of generating graphs cannot reproduce the Web autocorrelation function. In Figure 5.8 we included two autocorrelation functions corresponding to small world graphs of the Watts/Strogatz (WS)
type. We chose k = 2 as the number of nearest neighbors each node links to on
each side. The number of nodes n was chosen to be 10,000. Increasing n further did
not change the shape of the autocorrelation function. We then added an additional
fraction p of random links on top of the lattice topology as in [40]. We reproduced
the autocorrelation functions in [40], which are of the stretched exponential form, i.e.
Paa (k) ∼ k −α exp[−Ck β ]. The curves initially display a power-law slope α which is
much smaller than that of either the real Web graph or the synthetic small world
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power-law graph. They also quickly display a downward curvature characteristic of
the stretched exponential, a stronger effect for p = 0.10 than for p = 0.01. Hence we
can distinguish a small world graph of the Watts Strogatz type by its autocorrelation
function from the graph of the Web.
Another synthetic graph which can be compared to the Web is the random powerlaw graph depicted in Figures 5.5 and 5.7. Such a graph can be the result of a
preferrential attachment process [13]. In the case of an undirected graph, the autocorrelation function, shown in Figure 5.9, is dominated by the even time steps, which
correspond to the probability that the walk retraces its steps exactly to the origin.
The contribution on the odd steps is much smaller due to the absence of cycles introduced by clustering. A power-law fit to the first 50 even steps yields an spectral
dimension ds = 6.2, higher than for the clustered graph. This indicates that, in the
absence of clustering, the diffusion occurs more rapidly.
The autocorrelation function for a directed random power-law graph is dramatically different because the probability that one is able to retrace is step is small. In
fact, the autocorrelation function is perfectly flat. The flatness of the autocorrelation
function reflects the fact that one is equally likely to encounter a link leading back to
the origin, regardless of the one’s position in the graph or the history of the walk.
We can further distinguish the power-law small world graphs from the WS model
by considering a different kind of autocorrelation function. Rather than asking what
the probability of returning to a randomly chosen vertex is, we can ask what the
probability of returning to any place we have been before is after k steps. We perform
a single random walk whose duration tmax is sufficiently long to allow us to explore
the majority of the graph. We estimate P00 (k) as follows
0
P00
(k) = C

tX
max

δ (x(t), x(t + k))

(5.10)

t=1

The autocorrelation function computed from an ensemble average is dominated by
the low-degree vertices which constitute a large fraction of the graph, and which are
easy to diffuse away from because they have so few links. On the other hand, the
0
single walk autocorrelation function, P00
(k), is dominated by the high degree nodes,
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Figure 5.9: Autocorrelation function of a random power-law graph
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Figure 5.10: Match of the autocorrelation function between a
synthetic and actual Web graph for high degree vertices.
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the ones the random walker visits often. The standard ensemble average definition of
the autocorrelation function makes sense for for a medium that is uniform, but real
world graphs such as the Web have far from uniform vertex degrees. The random
walk on the Web is characterized by the large number of times it returns to high
degree nodes rather than the occasional visit it pays to the low degree ones.
The two types of autocorrelation functions are nearly identical in the WS small
world model. All vertex degrees are approximately equal, and the autocorrelation
function therefore does not vary from node to node. On the other hand, high degree
vertices in clustered power-law graphs have an autocorrelation function which has a
slow decaying power-law region, followed by a sharp drop and an eventual leveling off.
Figure 5.10 shows a remarkable fit between the single walk autocorrelation functions
of an synthetic small world power-law graph and of 500 randomly chosen vertices
in the Web multigraph. This gives further evidence that the small world power-law
model is a truer to the actual structure of the Web than the original WS small world
model.

5.5

Conclusion

In this chapter we concluded our study of the Web by learning about its link topology
through random walks on the Web graph. We found that the autocorrelation function
provides a means of characterizing and comparing real world and synthetically generated graphs. Using this measure we found that the autocorrelation function of the
graph of the World Wide Web matches the autocorrelation function of an synthetic
small-world power-law graph while failing to match the WS small world graph or a
random power-law graph.
Our simple algorithm of generating clustered power-law graphs and our method
of comparing graphs using their autocorrelation functions can potentially be used to
generate other real world topologies or test the faithfulness of a model to the real
graph it is trying to emulate.

Chapter 6
Conclusions
The Web is a very large system, generated by the collective actions of millions of
individuals. Yet we found that a number of strong regularities govern the Web’s
behavior, regularities whose strength reflects the size of such a large system. Drawing
on methods of statistical mechanics, we have developed a model of stochastic growth
consistent with the observed power-laws in the distribution of pages and links per site.
Although the Web is vast and highly clustered, we also found that one need only follow
a small number of links to travel from one end to the other, an example of the ”small
world” phenomenon. Typically, short paths pass through high degree nodes, the ones
allowed for by the power-law nature of the degree distribution. We have demonstrated
that in a general power-law network, one can utilize such nodes to speed up search.
The additional knowledge of clustering, a characteristic of small world networks,
allows us to group and order search results. Even the aimless wandering of a random
walk provided us with insight into the Web structure.
As the Web continues to evolve, new and interesting patterns may emerge. As
we have shown in our study of online markets, these patterns need not apply only to
the virtual space of the Web, but can extend to interactions and transactions in the
real world. As information captured online grows richer, these methods will provide
further insights into the dynamics of information and how people interact with each
other.
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Appendix A
The Pareto Distribution
The Pareto distribution gives the probability that a person’s income is greater than
or equal to x and is expressed as [41]:
P r[X >= x] =

mk
,
x

m > 0, k > 0, x >= m,

(A.1)

where m represents a minimum income. As a consequence, the CDF
P r[X < x] = 1 −

mk
x

(A.2)

and the PDF is
pX (x) =

kmk ,
,
x−(k+1)

m > 0, k > 0, x >= m

(A.3)

Note that the shape parameter of the Pareto distribution, k, equals τ − 1, where
τ is the power-law slope. Also note that for τ < 2 there is no finite mean for the
distribution. Presumably because of this, the Pareto distribution is sometimes given
with k > 1, but the k > 0 definition is more widely used. Another property, which
holds for all k, not just those k not giving a finite mean, is that the distribution is
said to be ”scale-free”, or lacking a ”characteristic length scale”. This means that no
matter what range of x one looks at, the proportion of small to large events is the
same, i.e., the slope of the curve on any section of the log-log plot is the same.
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Appendix B
From Zipf ’s Ranked Distribution
to Power-Law PDFs
Zipf’s ranked distribution can be formulated to show its direct relationship to the
Pareto distribution. The phrase ”The r th largest city has n inhabitants” is equivalent
to saying ”r cities have n or more inhabitants”. This is exactly the definition of the
cumulative Pareto distribution, except the x and y axes are flipped. Whereas for
Zipf, r is on the x-axis and n is on the y-axis, for Pareto, r is on the y-axis and n is
on the x-axis. Simply inverting the axes, we get that if the rank exponent is β, i.e.
n ∼ r −β in Zipf, (n = income, r = rank of person with income n) then the Pareto
exponent is 1/β.
Below is a more mathematical treatment of the transformation between the two.
Let the slope of the ranked plot be β.
Then the expected value E[Xr ] of the r th ranked variable Xr is given by
E[Xr ] ∼ C1 r −β ,

C1 a normalization constant,

(B.1)

which means that there are r variables with expected value greater than or equal to
C1 r −β :
P [X >= C1 r −β ] = C2 r
96

(B.2)
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Changing variables we get:
1

P [X >= y] ∼ y − β

(B.3)

To get the PDF from the CDF, we take the derivative with respect to y:
1

P r[X == y] ∼ y −(1+ β ) = y −τ .

(B.4)

Which gives the desired correspondence between the two exponents.
τ = 1 + (1/β)

(B.5)

Appendix C
Online Social Networks
The Internet has become a rich and large repository of information about us as individuals. Anything from the links and text on a user’s homepage to the mailing lists the user
subscribes to are reflections of social interactions a user has in the real world. We devise
techniques to mine this information in order to predict relationships between individuals.
Further we show that some pieces of information are better indicators of social connections
than others, and that these indicators vary between user populations and provide a glimpse
into the social lives of individuals in different communities. Our techniques provide potential applications in automatically inferring real-world connections and discovering, labeling,
and characterizing communities.

C.1

Introduction

One of the first large scale web applications was the serving of individual homepages. These generally autobiographical pages reflect a user’s interests and experiences. They include anything from photographs of the user’s pet to the user’s essays
or resume. Homepages are not free-floating in the web, but point to and are pointed
at by other users, our ”friends and neighbors” on the web. These links can represent
anything from friendship, to collaboration, to general interest in the material on the
other user’s homepage. In this way individual homepages become part of a large
community structure.
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Recent work [25, 29, 46] has attempted to use analysis of link topology to find
”web communities.” These web communities are web page collections with a shared
topic. For example, any page dealing with ’data mining’ and linking to other pages
on the same topic would be part of the data mining page collection. Such a page
is not necessarily a homepage or even associated with a particular individual. In
contrast, our work focuses on individuals’ homepages and the connections between
them, essentially allowing us to tap into both virtual and real world communities of
people.
Although homepage identification has been researched as a separate problem
[32, 61], to our knowledge this is the first link analysis on a network of homepages.
Rather than discarding the previous concept that pages which share a topic are likely
to link to one another, we can now use it to characterize relationships between people. For example, are people who mention ’dance troupe’ likely to link to each other?
Consequently, can we use terms on homepages to predict where connections between
individuals will exist? And furthermore, which terms are best at predicting connections: is ’dance troupe’ a better predictor than ’kayaking’ ? Here we describe and
evaluate techniques to answer the above questions.

C.1.1

Information side effects

While the intent of homepages is to provide a view of the individual user and their
local relationships to others, as a side effect they provide an interesting view of whole
communities. Information side effects are by-products of data intended for one use
which can be mined in order to understand some tangential, and possibly larger scale,
phenomena. A nice example of information side effects is the RadioCamera system
[20]. RadioCamera mines information from cell phone base stations that show the
load on any given tower in order to determine traffic conditions. Congested roadways
will show a increased load on base stations than roads with no traffic.
Just as it is possible to extract global traffic patterns from a device intended to
provide communication between two individuals, we can likewise extract large social
networks from individualized homepages. Users linking to one another form a giant
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social network which is easy to harvest and provides a lot of information about the
context of a link between individuals.
Gathering information on relationships between people and the context of those
relationships, which can range from cohabitation (i.e. fraternities) to shared interests
(i.e. basketball), is an arduous task for social networks researchers. Data is acquired
through time-consuming phone or live interviews. We are able to harvest this information easily and automatically because it is already available as a side effect of
people living a digital life. This presents an unprecedented opportunity to discover
new and interesting social and cultural phenomena.
The data we study, as described below, comes from the following four different
sources:
1. Text on user’s home page provides semantic insight into the content of a user’s
page. Co-occurrence of text (we actually use multi-word ”things” such as organization names, noun phrases, etc. instead of single word text) between users
who link to each other usually indicates a common interest.
2. Out-links are links from a user’s homepage to other pages.
3. In-links are links from other pages to the user’s homepage. For example, a list
of all members of a fraternity will link to individual homepages.
4. Mailing lists provide us with valuable community structure that may not necessarily appear in homepage-based communities.
In our case, we were interested in evaluating the ability of each of the above
four sources of information to predict relationships between users. For example,
we might expect that people associated with the same history class or the same
fraternity might know each other. In order to uniformly evaluate these predictors
it was necessary to build a constrained data set. We achieved this by crawling the
home pages of students at Stanford University and the Massachusetts Institute of
Technology (MIT), a process described in more detail below.
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Figure C.1: Graph layout of the Stanford Social Web. Each node is
a homepage and each link acts as a spring to place linked homepages
closer together.

C.1.2

Outline

The remainder of this appendix is organized as follows. In Section C.2 we discuss
community web page structures in terms of small world phenomena. Section C.3
describes prediction schemes for link structures based on the information sources
described above, and in Section C.5 we discuss which particular types of information
are useful for prediction in different communities. In Section C.6 we present potential
applications of this technique and draw general conclusions.

C.2

Homepage Link Structure

We discussed in Chapter 4 the fact that social networks are small world networks
as defined in [67]. We went on to show that the graph of websites is a small world
network. Given that both social networks and the web are small world graphs, we

102

Appendix C. Online Social Networks

Figure C.2: Graph layout of the MIT Social Web.
expected networks of personal homepages to be small world graphs as well. We
confirmed this intuition by analyzing the networks of personal homepages at Stanford
and at MIT.
Homepage networks arise because it is popular for students to mention their
friends on their homepages [12], and link to those friends’ homepages if they exist. They might be imitating lists they’ve seen on their friend’s homepages, or they
might even have been talked into creating a homepage, just so that their friends could
link to it. For this study, we looked at all users having a homepage under the domains www.stanford.edu and web,www.mit.edu. These sites contain the homepages
of students, faculty, and staff. Many students and faculty have personal homepages
elsewhere, on departmental or personal machines or through external web-hosting.
For simplicity, we omitted these external pages, and crawled only pages under the
specified domains looking for user to user links.
As Table C.2 shows, about 30% of Stanford and 70% of MIT users with homepages
are connected to other users, either by listing others or by being listed themselves.
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Table C.1: Summary statistics of links between personal homepages at
Stanford and at MIT
Stanford MIT
Users with non-empty WWW directories
7473
2302
Percent who link to at least one other person
14%
33%
Percent who are linked to by at least one other person
22%
58%
Percent with links in either direction
29%
69 %
Percent with links in both directions
7%
22%

For this study, we chose to ignore the directionality of the links. That is, if one user
links to another, we take it as evidence that the two people know each other. It is
also safe to assume that the two people are friends, or at least have a professional
relationship (for example, a student linking to their research advisor). There is a
possibility that one user links to information on another’s page without personally
knowing the user. From our experiments we find that when this does happen it is
easy to detect and those users are removed. For example, we found that many web
pages at Stanford were generated by modifying a template given out in introductory
web design courses and contained links to the instructors’ homepages. These links
were removed from the data set. From here on we will use the term ”friend” for any
user who links to or is linked to by another.
Figure C.2 shows the distribution of links either given or received between Stanford
users on a log-log scale. Users typically provide out-links to only one or two other
users, with a very small but still significant fraction linking to dozens of users. This
is also true of in-links to users. Some users are very popular, attracting many links,
while most get only one or two. The link distributions correspond to real world
social networks, where some people maintain a large number of active contacts or
are very popular, but most people maintain just a select few friendships. The more
startling result is that users linking to only 2.5 other people on average create a virtual
connected social network of 1,265 people accounting for 58% of the users and a few
smaller networks making up the remainder. At MIT, a full 85.6% (1281 users) belong
to the giant component. This is due to a higher percentage of MIT users linking to
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Figure C.3: The distribution of in-, out- and undirected links
between Stanford homepages.

one another as listed in Table C.2.
Figures C.1.1 and C.2 show a layout of the graph of the largest sets of connected
users for Stanford and MIT. There is a well-connected central core of users surrounded
by strands of less well connected users. In the case of the Stanford social network,
the average shortest path is a mere 9.2 hops from one user to any other following
links on users’ pages. Figure C.4 shows the full distribution, where 6 or 7 steps is
the most typical separation between two users. Comparing Figures 3a and 3b we see
that MIT appears as a more tightly knit community. Indeed, this is reflected in the
lower shortest average path of 6.4.
The extent to which users band together can be measured via the clustering coefficient C. For a user who links to (or is linked to by) N other users, the clustering
coefficient is the number of pairs of people out of the N who link to each other, divided by the number of all possible pairs (N*(N-1)/2). For the entire graph, C is
obtained by averaging the individual coefficients for all the users. For the Stanford
social web C turns out to be 0.22 while for MIT it is 0.21, both 70 times greater than
for random graphs with the same number of nodes and edges. This means that if
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Figure C.4: The distribution of shortest paths in the Stanford Social Web
Jane links to Mary and Bob on her homepage, there is a 20% chance that either Mary
links to Bob, or Bob links to Mary. These high clustering coefficients, combined with
the small average shortest paths, identify both the MIT and Stanford social networks
as small world networks.

C.3

Link context

While link structure provides an interesting view of the social network in homepage
communities it does not necessarily provide us with an understanding of why these
links exist and how we may predict them.
To automate the task of giving links context we gathered four types of data: text,
out-links, in-links and mailing lists. Text and out-links (including links to other users)
were extracted from crawls of each user’s homepage. ThingFinder [8] was used to
extract the words and phrases in the text in the following categories: persons, places,
cities, states, countries, organizations, companies, miscellaneous proper nouns, and
noun groups. While ThingFinder is an improvement over using single terms it was
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Table C.2: Example of web data items shared by two Stanford users

CITIES:
NOUN GROUPS:
MISC:

COUNTIRES:

Things in common
Escondido, Cambridge, Athens
birth date, undergraduate studies, student association
general lyceum, NTUA, Ph.D., electrical engineering, computer science,
TOEFL, computer
Greece

Out links in common
http://www.stanford.edu/group/hellas Hellenic association
http://www.kathimerini.gr
Athens news
http://ee.stanford.edu
Electrical Engineering Dept.
http://www.ntua.gr
National Technical University
Athens

In links in common
http://www.stanford.edu/ dkarali
Dora Karali’s homepage
http://171.64.54.173/filerakia.html
Dimitrios Vamvatsikos friends

greek-sports
hellenic
ee261-list
ee376b

Mailing lists in common
Hellas soccer/basketball
Hellenic association
Fourier transform class list
information theory class list

of

C.4. Predicting Friendship

107

designed with commercial applications in mind. Thus, it fares better in recognizing
companies and organizations than phrases and names which might be more relevant
to students such as hobbies or majors. It is also fairly sensitive to capitalization,
so that it might pick out ”Social Networks”, but not ”social networks”. Despite its
minor shortcomings, ThingFinder worked well for the homepage data we obtained.
Complete lists of subscribers to mailing lists were obtained from a main mailing
list server (mailing lists on departmental servers were not considered). Private lists
could not be obtained. They comprised less than 5% of the total lists at Stanford.
Finally, in-links were collected by querying Google (for Stanford) and AltaVista
(for MIT) to obtain pages pointing at the individual’s homepage. We required two
different search engines due to the variety of URLs that all correspond to the same
pages within MIT. AltaVista allowed for wildcard searches for links which Google did
not.
We developed a web interface that allows users to:
1. Find individuals with homepages by searching for names or browsing a directory
2. Find text and links found on a user’s homepage, as well as which mailing lists
the user is subscribed to.
3. List whom the user links to and who links to them, then see what those users
have in common (as illustrated in Table C.2).
4. Match a specific user to others based on links, text, and mailing lists. The
matching algorithm is described below.

C.4

Predicting Friendship

Beyond developing the interface, we quantitatively evaluated the matchmaking algorithm for all four kinds of information about the user. To predict whether one person
is a friend of another, we rank all users by their similarity to that person. Intuitively,
our matchmaking algorithm guesses that the more similar a person is, the more likely
they are to be a friend. Similarity is measured by analyzing text, links, and mailing
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list. If we are trying to evaluate the likelihood that user A is linked to user B, we sum
the number of items the two users have in common. Items that are unique to a few
users are weighted more than commonly occurring items. The weighting scheme we
use is the inverse log frequency of their occurrence. For example, if only two people
mention an item, then the weight of that item is 1/log(2) or 1.4, if 5 people mention
the item, then its weight drops down to 1/log(5) or 0.62. To summarize:
It is possible with this algorithm to evaluate each shared item type independently
(i.e. links, mailing lists, text) or to combine them together into a single likeness score.
We evaluate the performance of the algorithm by computing the similarity score for
each individual to all others, and rank the others according to their similarity score.
We expect friends to be more similar to each other than others, and we measure this
in two steps. First, we see how many of the friends can be ranked at all. That is,
we compute what fraction of friends have a non-zero similarity score. Second, we see
what similarity rank friends were assigned to. Friends can appear to have no items
in common if we have very little information about one of the two users. It can also
happen if the users use their homepages to express different interests. They might
both share an interest in sports and beer, but one might devote his/her homepage
entirely to beer, while the other devotes it only to sports. In this case we wouldn’t be
able to rank the friends with respect to each other based on out links or text because
there would be no overlap.
The amount of data which could be used for ranking varied by type. For example,
for Stanford the average number of terms, out links, in links, and mailing lists per
user were 113, 22, 3, and 6 respectively. Note that the average numbers of terms,
links, mailing lists, etc. a user has are not typical. This is due to the fact that they
are distributed according to a power-law [5], meaning that most people have only a
few items, but a few have a large number. Nevertheless the averages give a sense
that people tend to include more text than links on their homepages. As a result, the
fraction of friends ranked varied by the type of data used as shown in Table C.4.
Since the number of terms recorded for a user was higher than the number of
links, we were able to make more matches with respect to terms. However, the
quality of matches based on terms was not greater than that provided by the much
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Table C.3: Top matches for a particular Stanford
user, with those being explicitly linked through
homepage links identified
Clifford
Linked
Likeness Person
(friends)
Score
NO
8.25
Eric
YES
3.96
John
NO
3.27
Desiree
YES
2.82
Stanley
NO
2.66
Daniel
YES
2.42
David
NO
2.41
Hans
NO
2.41
Byung

Table C.4: Coverage and the ability to predict user-to-user
links for four types of information about the user. The average
rank was computed for matches above a threshold imposed
such that all four methods ranked an equal number of users.
Pairs Ranked Average Rank
Method
Stanford MIT Stanford MIT
In-links
24%
17%
6.0
9.3
Out-links
35%
53%
14.2
18.0
Mailing lists
53%
41%
11.1
22.0
Text
53%
64%
23.6
31.6
less numerous links. In order to make a fair comparison between methods using each
of the four types of information, we equalized the total number of matches made by
introducing threshold similarity value for which we would declare a match.

We evaluated the success of our friendship prediction scheme by ranking the
matches for each user in order of decreasing similarity separately for text, in and
outgoing links, and mailing lists. Among the matches for each user, we identified
the user’s friends. Table C.4 shows an example of our procedure. We measured the
success of our procedure in terms of the placement of friends on the ranked list of
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Figure C.5: Frequency of rank assigned to a friend at Stanford based
on four different sources of information: text, mailing lists, in-links, and
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Figure C.6: Semi-log plot of the frequency with which a rank was assigned to a friend based on four
different sources of information at
Stanford.

matches. Table C.4 gives a summary of the results. We find that in-links are the
most predictive followed by mailing lists and out-links, and finally text. Figures 5a-d
show how friends fared. They were more than twice as likely to be ranked 1st than
2nd, with the numbers decreasing from then on in a power-law fashion, as shown on
the log-log plot in Figures 5 b and d. This means that most frequently we predict
the friends correctly, but every once in a while we give a friend a fairly low rank.

Finally, one may expect that friends should have the most in common, while
friends of friends should have less in common (and so on). We see that this is indeed
the case as shown in Figure 3.17. In this Figure we plot the average combined likeness
score versus distance, taking into account text, links, and mailing lists. In line with
our hypothesis, the result appears as a rapidly decaying function in which the likeness
score quickly falls off as distance increases.
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Figure C.8: Semi-log plot of the frequency with which a rank was assigned to a friend at MIT.

Individual links, terms, and mailing lists as
predictors

Until now we have referred to shared items as an abstract concept. While the predictive algorithm simply takes into account the frequency of these items it is valuable
to understand the types of items that contribute heavily to the prediction scheme.
Intuitively one would expect some items to be shared only by friends, while others
could be associated with almost anyone. For this analysis, we attempted to measure
an individual item’s ability to predict whether two people who mention it will link
to one another. The metric used was the ratio of the number of linked pairs of users
who are associated with the item, divided by the total possible number of pairs, given
by N*(N-1)/2, where N is the number of users associated with the item.
Table C.5 lists the top 10 ranked terms, (in and out) links, and mailing lists as
ranked by the equation above for each of Stanford and MIT. What we find is that
shared items that are unique to a community are pulled to the top. Over general
or popular terms such as “Electrical Engineering” are pulled further down. While
our technique appears to work quite well in representing key groups of individuals,
some caution is necessary in over interpreting the broadness of these results as the
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measure favors smaller, tightly linked, groups. For example, the top phrase for MIT,
”Union Chicana” appears in the home pages of five users. In this set five pairs of
users have direct links between their pages. The ratio by our equation is therefore
.5. Similarly, the last phrase ”Russian House,” appears in five pairs among 14 users
yielding a ratio of .055. However, what is interesting is that a different set of shared
items is at the top of the Stanford and MIT lists. These differences are consistent
and can be explained by real-life differences between the communities.
For example, in the MIT list five of the top ten terms are names of fraternities
or sororities. In the Stanford list only KDPhi, a sorority, appears in the list. This
is consistent with the residential situation in the two schools. In addition to its
dormitories, MIT has over thirty living groups (fraternities, sororities, and co-ed).
Nearly 50% of all undergraduate males reside in one of these living groups for a full
four years. Even students who choose to live in a dormitory tend to stay in the same
one for all four years. In contrast, at Stanford only 9 of the 78 undergraduate houses
are fraternities and sororities. Students not living in a fraternity or sorority reenter
the housing lottery every year and may change their place of residence. Residential
choice is a much less integral part of Stanford student life and is much less likely to
appear on a Stanford student homepage.
Recall that a shared in-link is a page that points at two individuals (which link to
each other). In both the Stanford and MIT data this list is dominated by individual
homepages. These homepages link to the person’s friends, and these friends in turn
link to one another, exposing a social clique. In other words friends have friends
in common. Nine of the top ten for Stanford, and ten of the top ten for MIT are
homepages for individuals. Another notable difference between the sets of shared
items is the strong prevalence of religious groups for MIT users. Stanford on the
other hand is much more varied in this category. In both Stanford and MIT the
metric shows consistent results are in which items are poor predictors. Frequently
occurring terms such as large US cities, and degree titles (BA, MS, etc) dominate
the bottom of the term lists. This is consistent with traditional homepage structure
in which the users list their city of origin and their current degree aim (”I’m from
Chicago and I’m getting my BS in Computer Science”).
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Poor out-links for both Stanford and MIT are also similar. Pointers to popular
sites such as Yahoo and AltaVista do not provide useful predictive power. General
institutional web sites such as www.stanford.edu for Stanford and www.mit.edu for
MIT are also poor predictors. For MIT and Stanford, the mailing lists that appear
to be bad predictors fall into three main categories: very general discussion lists, announcement lists, and social activities. While these results are by no means definitive
in providing an understanding of the social working of two communities it is reassuring
to find that they follow some intuition and match some real-world analogue.
Table C.5: The top items as measured by the ratio of linked

pairs of users associated with the item divided by the total
possible number of pairs. Each sub-table lists the top ten
items for Stanford and MIT.
MIT

Stanford
Top Phrases

Union Chicana (student group)

NTUA (National Technical University of
Athens)

Phi Beta Epsilon (fraternity)

Project Aiyme (mentoring Asian American
8th graders)

Bhangra (traditional dance, practiced within

pearl tea (popular drink among members of a

a club at MIT)

sorority)

neurosci (appears to be the journal Neuro-

clarpic (section of marching band)

science)
Phi Sigma Kappa (fraternity)

KDPhi (Sorority)

PBE (fraternity)

technology systems (computer networking services)

Chi Phi (fraternity)

UCAA (Undergraduate Asian American Association)

Alpha Chi Omega (sorority)

infectious diseases (research interest)

Stuyvesant High School

viruses (research interest)

Russian House (living group)

home church (Religious phrase)
Top Out-Links

MIT Campus Crusade for Christ

alpha Kappa Delta Phi (Sorority)

The Church of Latter Day Saints

National Technical University Athens
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The Review of Particle Physics

Ackerly Lab (biology)

New House 4 (dorm floor, home page)

Hellenic Association MIT

Pagan Student Group

Iranian Cultural Association

Web Communication Services

Mendicants (a cappella group)

Tzalmir (role playing game)

Phi Kappa Psi (fraternity)

Russian house (living group) comedy team

Magnetic Resonance Systems Research Lab

Sigma Chi (fraternity)

Applications assistance group

La Unin Chicana por Aztln

ITSS instructional programs*
Top In-Links

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Individual’s list of friends*

Sorority member list*
Top Mailing Lists

Summer social events for residents of specific

Kairos97 (dorm)

dorm floor
Religious group

mendicant-members (a cappella group)

Religious group

Cedro96 (dorm summer mailing list)

Religious group

first-years (first year economics doctoral students)

Intramural sports team from a specific dorm

local-mendicant-alumni

(local

a

cappella

group alumni)
Summer social events for residents of specific

john-15v13 (Fellowship of Christ class of 1999)

dorm floor
Religious a cappella group

stanford-hungarians (Hungarian students)

Intramural sports team from a specific dorm

serra95-96 (dorm)

”discussion of MIT life and administration.”

metricom-users (employees who use metricom)

C.6. Conclusions

Religious group
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science-bus (science education program organized by engineering students)

C.6

Conclusions

We have shown that personal homepages provide a glimpse into the social structure
of university communities. Not only do they reveal to us who knows whom, but they
give us a context, whether it be a shared dorm, hobby, or research lab. Obtaining
data on social networks used to be a tedious process of conducting a series of phone
or live interviews. Studying social networks online can give us rich insight into how
social bonds are created, but requires no more effort than running a crawler on home
pages.
In this study we have demonstrated a means of leveraging text, mailing list, in
and out-link information to predicting link structure. We have also characterized
specific types of items from each of these categories which turn out to be good or bad
predictors. Furthermore, because predictors vary between communities, we were able
to infer characteristics of the communities themselves.
Among the numerous applications of these results is the mining of correlations
between groups of people, which can be done simply by looking at co-occurrence in
homepages of terms associated with each group. Using these techniques in combination with community discovery algorithms yields labeled clusters of users. Thus, not
only is it possible to find communities, but we can describe them in a non-obvious
way.
Another possible application is the facilitation of networking within a community.
Knowing which friend of a friend is involved in a particular activity can help users
find a chain of acquaintances to reach the people they need to. Finally, networks of
homepages open a whole range of possibilities in marketing research, from identifying
which groups might be interested in a product to relying on the social network to
propagate information about that product.
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